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2 Abstract 
Mapping environments is an important issue in the field of robotics. Most mobile robots require a 
map of the environment they are operating in. Whilst some are preprogrammed with this map, many
will find it desirable to construct their own map on the fly.

Multi-robot systems have the potential to perform this task more quickly and accurately than single 
robot systems. This project will explore the concept of using a swarm of homogeneous robots to 
explore a 2 dimensional environment. 

First, this project will explore existing SLAM and multi-robot SLAM applications and solutions 
within the literature. Next we will design and implement a simulator to test various algorithms. 

In this project, eight algorithms are designed and tested on the simulator. The maps produced by 
each of the algorithms are presented, and their performance is discussed and evaluated. The 
simulator allows us to run multiple batches of experiments automatically and the results are 
visualised and compared.

We also design and present a swarm of simple robots capable of carrying out the swarm mapping 
task. This platform uses the Arduino development board and is inexpensive and easy to construct.
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4 Introduction

4.1 Project Aims and Objectives
• Aim: Map an unknown (2D) environment using a swarm of simple, homogeneous and low 

cost robots. The robots should not require global communication, and should not be affected
by members of the swarm being added or removed dynamically. The swarm should be 
scalable, flexible and leaderless. 

• Objectives:

◦ Explore and review existing research in the field of swarm mapping

◦ Explore general research in the fields of robotic mapping and robotic swarms

◦ Design, build and test a simple robot capable of performing the above objective.

◦ Design  and evaluate multiple algorithms to perform swarm mapping with varying 
degrees of distribution and collaboration

◦ Identify real world uses for swarm mapping.

4.2 Background
The fields of robotic mapping and swarm robotics have both been explored in detail, however the 
intersection of these two fields, swarm mapping, has not seen the same level of research. Mobile 
robots must understand the environments they are operating in in order to perform most roles 
effectively. In fact, most mobile robots perform some sort of mapping process as precursor to their 
main task, or are required to be preprogrammed with such a map. The ability to autonomously map 
an environment as a swarm brings a host of advantages. Along with the obvious need to map their 
environments as explained previously, theoretically the task could be completed much more quickly
using a swarm instead of a single robot. The standard benefits that swarms bring – flexibility, 
scalability and fault tolerance could also bring great benefits to robot mapping.

"State-of-the-art methods for mapping often conflict with some characteristics of robot 
swarms such as locality and the absence of global knowledge. First,these methods 
usually require external infrastructure to ensure inter-robot communication or 
localization (a single point of failure that hinders fault tolerance). Second, either one or 
a small number of robots is used, and they are expensive and heavily equipped. This 
condition implies that the loss of a single robot seriously affects the whole system. As a 
result, adapting the research on mapping to swarm robotics is not straightforward and 
little attention has been devoted to close the gap between the two fields"

- M.Kegeleirs, D.Garzón, M.Birattari 2019 [1]
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4.3 Technical Overview
The goal of this project will be to develop and document an algorithm for distributed swarm 
mapping. This goal will be delivered by producing a pseudo-code implementation of the algorithm 
along with a detailed discussion and critical evaluation of the algorithm.

In order to achieve this goal, I will first explore the current state of the art by carrying out a detailed 
literature review. To further explore the field I will then develop a simple and inexpensive mobile 
robot, and construct a small swarm of such robots to use as a development platform. I envision that 
these robots will be based off the Arduino platform and will be powered by standard disposable 
batteries. They will use servo motors for locomotion and will use Infra-red (IR) transmitters and 
receivers to communicate with one another. They will also require some sort of sensor, the cheapest 
of which are likely to be IR range-finders. 

Due to the decision to use Arduinos, the software for this project will be developed primarily in 
(Arduino) C++ with the option to use AVR assembly if required.

A simulator will also be developed in C++ which will allow comparisons between “ideal” 
conditions inside the simulator and “real world” conditions using the physical robot platform.

After developing a suitable mobile robotic platform, I will then explore a number of the existing 
algorithms and methods discovered during the literature review by implementing them on the 
developed platform. Finally, I will use the benefit of these experiences to develop a solution which 
will be described in pseudo-code, critically evaluated and compared to alternative solutions.

The expected test environment will be a small room, or an obstacle course/area that the robots will 
be required to map in detail. Robots will then be expected to propagate this information throughout 
the swarm. 

4.4 Project Plan

Task Risks Target Completion Date

Aim/Objectives n/a Mid October

Literature Review (overview) n/a Late October

Literature Review (deep dive) n/a Late November

First prototype demonstrating 
viability of Arduino as 
controller, suitability of servo 
motors and proof that the Infra-
Red communication model will 
be functional

Parts may not be suitable Mid October

Second prototype, introducing a
sensor, meaningful automated 

Parts may not be suitable Late October
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behaviour and more compact 
package

Final prototype, consisting of 
minor tweaks to second 
prototype 

n/a Early November

Construction of complete 
swarm (4-8 units)

University unwilling to fund 
additional parts

Early January

Development of more advanced
software for the robot, 
demonstrating more intelligent 
automated behaviour

Processing power of Arduino Mid/Late November

Demonstration of meaningful 
communication between 2 or 
more robots

Will require multiple robots, 
may need to be delayed until 
full swarm can be constructed

Late November/
Early December

Complete robotic mapping 
solution using a single robot

Sensor not providing enough 
data

Early February

Complete robotic mapping 
solution using multiple robots 
following a global 
communication/co-ordinator 
approach

Technical feasibility of global 
communication for the swarm

Early March

Complete robotic mapping 
solution  using multiple robots 
following a more realistic peer-
to-peer/local-proximity 
communication model

Late April

Complete write-up n/a Mid May

5 Statement of Ethics
Throughout this project, care has been taken to ensure that all relevant guidelines set out in the 
British Computer Society (BCS) code of conduct [89] and the  Association for Computing 
Machinery (ACM) code of ethics [90] have been followed. In addition and as one would expect, all 
work that is performed as part of this project will remain firmly within the law, and the jurisdiction 
that this project falls under is the United Kingdom.
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This project aims to contribute to society and human well-being by helping to push the boundaries 
of human knowledge and contributing to the field of computer science. Robotic technologies are 
becoming widespread throughout the world and in every day life. We can expect this trend to 
continue into the future as computational performance, mechanical engineering and automation 
technology continue to develop and improve.  Further improvements in the type of robotic mapping 
discussed in this project therefore stand to benefit the entire population.

This project does not require the use of any datasets nor does it perform any data collection beyond 
the results gathered during the testing of solutions. This means that the work carried out here is 
respectful of the privacy and confidentiality of others. The use of robotic technology to spy on 
others without their permission is possible, but the techniques explored here would not be of direct 
use to individual attempting to use the technology to that end. Additionally such behaviour is 
already outlawed in most jurisdictions. 

This project also does not require the participation of anyone other than the principal researcher, 
and therefore there will be no need to obtain the informed consent of any other individuals.  
Additionally, the telemetry gathered by the robots is not detailed enough (simple range 
measurements) to fall foul of any privacy laws banning photography. The test area for the robots 
will also be on private property, further limiting the project’s exposure to legal liability.

During the course of this project I have benefited from and utilised the ideas and works of great 
number of dedicated and hard working colleagues in the field. I have ensured that these individuals 
have been acknowledged and referenced. I would like to take this opportunity to thank them, as well
as the lecturers, staff and my final year project supervisor at the University of Surrey.

As raised by A. Winfield in [91] there are concerns about the transparency and ability to explain 
robotic technology. Members of the public as well as some researchers are concerned about the 
possible unintended consequences of technology that is not fully understood, and there are many 
fictional stories particularly about artificial intelligences evolving beyond their intended mandates 
in the popular culture. This project does not employ artificial intelligence techniques and 
understandable pseudo-code implementations of all of the algorithms used in this project will be 
provided. Therefore, all the actions taken by a robot will be explainable simply by examining the 
pseudo-code.

The only area of ethical concern in this project is the potential for the applications in the arms 
industry.  Unfortunately, applications in weaponry are inevitable for  nearly all successful 
technologies. To what extent is  the creator of the C programming language - Dennis Ritchie 
responsible for the use of his programming language in weapons platforms?  Ultimately we cannot 
allow potential misuses of our technologies to stifle technological innovation. 
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6 Literature Review

6.1 Mapping for mobile single robot platforms
Modern autonomous mobile robotic platforms are capable of performing a wide variety of tasks 
without the need for human operators. However, many of these tasks require the robot to be capable
of placing itself within a map of it’s environment. In order to do this, the robot will need to calculate
an accurate localisation estimate within a map of it’s environment. This map will either need to be 
preprogrammed by a human operator, or generated by the robot itself. This project will concern 
itself with the latter option, however this is a difficult problem and is known within the research 
community as Simultaneous Localisation and Mapping (SLAM). There are many applications for 
mapping within mobile robotic platforms, for example:

• underwater exploration

• space exploration

• extra-terrestrial body exploration (e.g. Mars)

• mapping of collapsed buildings (due to natural disaster, etc.)

• de-mining operations

• cleaning operations in hospitable environments (marine oil spills)

• security and surveillance

• autonomous vehicles

6.2 Mapping for mobile multi-robot platforms
Many application for mobile multi-robot platforms also require the robots to be able to place 
themselves within their environment and therefore also need to be able to solve the SLAM problem.
This is referred to in the literature as multi-agent or multi-robot SLAM. In addition to this basic 
requirement, multi-robot platforms should be able to generate more accurate maps, and complete 
the task in a shorter time-frame as they will be able to verify each other’s results and divide up the 
work. Multi-robot platforms are able to take advantage of the benefits that distributed systems offer.
The entire system becomes more robust as the failure of a single robot does not result in the whole 
team failing. The team can also be scaled up and down depending on the size and time allowance of
the mission. Finally, using a multi-robot system can bring down the cost and weight per robot as 
any necessary equipment can be distributed across the swarm. However, multi-robot platforms add 
a host of additional challenges:

• How should the robots communicate?

• What should the co-operation strategy be?

• How should the robots co-ordinate?
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• How should the swarm deal with agents joining or leaving?

• How should the swarm detect and handle failures?

• How should the robots maintain a global frame of reference?

• How will the swarm combine their knowledge into a single map?

6.3 Simultaneous Localisation and Mapping (SLAM) 
SLAM is technique that allows a robot to create a map of the environment it is placed in whilst 
simultaneously estimating it’s location within the generated map. SLAM is a difficult problem to 
solve as it’s something of a chicken and egg problem - if you don’t know where you are, how can 
you generate a map? And if you don’t have a map, how can you work out where you are?

The SLAM problem was first formulated at the 1986 IEEE Robotics and Automation Conference 
held in San Francisco California [2]. The seminal works in the field are R.C. Smith and P. 
Cheesman’s 1987 paper [4] and H. Durrant-Whyte’s 1988 paper [5]. Many solutions to the SLAM 
problem have been proposed to the extent that some would consider the problem to be solved, at 
least at a theoretical and conceptual level [2]. However this is still an area of active research and 
novel solutions and improvements continue to be proposed. For multi-robot systems, the SLAM 
problem can still be considered to be an open problem.

Whilst carrying out SLAM, a mobile robot will construct a map of the environment it is placed in 
and at the same time using this map to estimate it’s location within the environment. This is done 
without any prior knowledge of the environment.

6.3.1 Mathematical definitions

For a mobile robot navigating an environment taking sensor reading at time-step k:

• xk: State vector describing location and rotation of robot

• uk: Control vector, applied in time-step k – 1 resulting in the robot moving into state xk at 
time-step k.

• mi: location vector of the true location of the ith landmark

• zk: sensor reading taken during time-step k

• X0:k = {x0, x1, … , xk}: the set of all state vectors up to time-step k (history of the robot 
locations)

• U0:k = {u0, u1, … , uk}: the set of all control vectors up to time-step k (history of the robot 
control inputs)

• Z0:k = {z1, z2, … , zk}: the set of all sensor readings up to time-step k 

• m = {m1, m2, … , mk}: the set of all landmarks

[2]
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6.4 Single robot SLAM in the literature

6.4.1 Probabilistic SLAM

Most attempts at solving the SLAM problem run into two common problems. Firstly, the sensor 
data is usually noisy and prone to inaccuracies and secondly the robot is not usually able to execute 
any control signal with perfect precision [6]. To deal with these inaccuracies, probabilistic 
techniques have been widely adopted in solving SLAM. 

When formulated as a probabilistic problem, SLAM requires that the probability distribution shown
in equation 1 is computed for all time-steps k.

P(xk, m|Z0:k, U0:k, x0) (1)

This equation describes the joint posterior probability density of the landmark locations and the 
robot state during time-step k given the sensor reading history up to k, the control input history up to
k and the initial state of the robot. As SLAM is usually solved recursively, starting with an estimate 
for P(xk-1, m|Z0:k-1, U0:k-1, x0) from time-step k - 1, following a control signal uk and given a sensor 
reading zk, the joint posterior at time-step k is computed using Bayes’ theorem. In order to compute 
this distribution, a motion model and an observation model also need to be defined.

The observation model describes the effect of taking sensor readings (or observations). The 
observation model describes the probability of making an observation zk given the robot location xk 
and landmark locations m, and is shown in equation 2.

P(zk|xk, m) (2)

The motion model describes the effect of control signals and is a Markov process in which the new 
state xk depends only on the previous state xk-1 and the control signal uk. This is independent of the 
sensor readings and map. The motion model is shown in equation 3.

P(xk|xk-1, uk) (3)

Assuming the robot location xk is known and given the initial location x0, the map m can be built up
by merging sensor readings from various locations. The map building part of the SLAM problem is 
formulated in equation 4.

P(m|X0:k , Z0:k-1, U0:k-1) (4)

Similarly, the localisation part of the SLAM problem can be formulated assuming the locations of 
the landmarks m are known. This shown in equation 5.

P(xk|Z0:k-1, U0:k-1, m) (5)

The joint posterior shown in equation 1 can now be computed using a two-step recursive algorithm 
consisting of a prediction or time-update step and a correction or observation-update step. Taken 
together, they provide a procedure to calculate the robot state xk and map m at a time-step k based 
on all sensor readings Z0:k and all control signals U0:k up to time-step k. The formula for the time-
update step is show in equation 6.
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P(xk, m|Z0:k, U0:k, x0) = ∫ P(xk|xk-1, uk) × P(xk-1, m|Z0:k-1, U0:k-1, x0) d xk-1 (6)

The equation for the observation-update step is shown in equation 7.

P(xk ,m|Zo : k ,U 0 : k ,x0)=
P( zk|xk ,m) P(xk ,m|Z0 :k −1 ,U0 :k , x0)

P(zk|Z0 : k−1,U 0 : k)
(7)

An observation made early on in the study of SLAM was that most of the error between the 
estimated location of a landmark and it’s true location was due to a single source – error in the 
robot’s localisation when taking the observations. This means that the error in landmark location is 
highly correlated and therefore the relative location between any two landmarks mi and mj can be 
known with a high accuracy, even if the absolute location of say mi is uncertain. In mathematical 
terms, the join probability density for the pair of landmarks P(mi, mj) can be highly peaked even 
when the marginal density P(mi) is dispersed. 

This realisation lead to the important insight that correlations between landmark estimates only 
increase as more measurements are taken [7]. This means that the knowledge of the relative location
of landmarks always improves and never diverges despite the motion of the robot. In mathematical 
terms the joint probability density of all landmark locations P(m) becomes more peaked as 
additional measurements are taken. This correlation occurs because each measurement made by the 
robot is a nearly independent measurement of the relative location between landmarks. The 
measurements are only nearly independent because measurement errors will be correlated through 
sequential robot movements. 

Considering a robot at location xk and observing the two landmarks mi and mj. The relative location 
of these two landmarks is independent of the co-ordinate frame of the robot. If the robot moves to 
the location xk+1 it can now only observe landmark mj. This allows the estimated location of the 
robot and landmark mj to be updated relative to the previous location xk. Crucially, this also has the 
effect of updating landmark mi (and any other landmarks the robot has observed) even though it is 
not observable from the new location. This occurs because the two landmarks are correlated. If the 
robot observes further landmarks at a later time, it will be able to immediately add them to it’s map 
by correlating them to existing landmarks. This eventually results in a network containing all the 
landmarks, where the precision improves every time a new observation is made (as new 
observations propagate down to correlated landmarks).

Solutions to SLAM when formulated as a probabilistic problem require finding a representation for 
the observation model (2) and the motion model (3) that allow for efficient and stable computation 
of the probability distributions described in (6) and (7). The most common representation is the use 
of a state-space model with additive Gaussian noise and solved using the Extended Kalman Filter 
(EKF) method [7]. A popular alternative representation involves describing the motion of the robot 
as a set of samples of a non-Gaussian probability distribution. In this form, the problem can be 
solved using the Rao-Blackwellized particle filter, also known as Fast-SLAM [8]. As these two are 
the most popular methods, they will be explored in detail below, however many improvements and 
other methods to solve SLAM are also available within the literature.

[2]
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6.4.2 Extended Kalman Filter (EKF-SLAM)

At the core of the EKF-SLAM method is the use of equation 8 as the motion model where f(.) is a 
function modelling the movement of the robot and wk are additive, zero-mean uncorrelated 
Gaussian motion disturbances with covariance Qk.

P(xk|xk-1, uk) ⟺ xk = f(xk-1, uk) + wk (8)

Equation 9 describes the observation model where h(.) is a function describing the geometry of the 
observation and vk are additive zero-mean uncorrelated Gaussian measurement errors with 
covariance Rk.

P(zk|xk, m) ⟺ zk = h(xk, m) + vk (9)

 Using these definitions, the standard EKF method described in [9] can be used to calculate the 
mean (shown in equation 10) and co-variance (shown in equation 11) of the joint posterior 
distribution shown in (1).

[ x̂k|k

m̂ ]=E[ xk

m
|Z0 :k ] (10)

Pk|k=[ P xx Pxm
T

P xm Pmm
]k|k

=E [( xk− x̂k

m−m̂k
)(

xk− x̂k

m−m̂k
)

T

|Z0: k ] (11)

The time-update step presented in equation (6) can then be reformulated into equations 12 and 13.

x̂k|k−1=f ( x̂k−1|k−1 ,uk) (12)

Pxx , k|k−1=∇ f P xx ,k−1|k−1 ∇ f T
+Q (13)

Where ∇f is the Jacobian of f evaluated for the estimate x̂k-1|k-1. Similarly, the observation-update can
be reformulated into equations 14 and 15.

[
x̂k|k

m̂k ]=[ x̂k|k−1 m̂k−1 ]+W k [ zk−h( x̂k|k−1 , m̂k−1)] (14)

Pk|k=Pk|k−1−W k Sk W k
T (15)

Where:

Sk = ∇hPk|k-1∇hT + Rk

Wk = Pk|k-1∇hT Sk
-1

and ∇h is the Jacobian of h evaluated at  x̂k|k-1 and m ̂ k-1. 

Under normal conditions, throughout the runtime of the EKF-SLAM algorithm, the determinate of 
the map covariance matrix Pmm,k and all landmark pair sub-matrices converge towards zero. The 
variances of the individual landmarks converge towards a lower bound determined by the initial 
uncertainties in the robot position and measurements. 
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For an unoptimised implementation of EKF-SLAM, the complexity of the algorithm is quadratic 
and computation effort grows proportionally to the number of landmarks squared. This is because 
each observation-update step requires all landmarks and the joint covariance matrix to be updated. 
There are numerous optimisations and variants of the EKF-SLAM algorithm available in the 
literature, to the point where real-time solutions for thousands of landmarks have been achieved 
[10].

The EKF-SLAM algorithm does not perform well in conditions where it is easy to confuse one 
landmark for another. Aside from the obvious problems, this introduces for platforms that only have
access to less sophisticated sensors such as rangefinders; this also makes the loop-closure problem, 
in which a robot returns to re-observe landmarks after a long time has passed (where the challenge 
is to recognise that it is observing a previously viewed landmark), particularly challenging for the 
EKF-SLAM algorithm to solve. Alleviating this problem is an active area of research and numerous
improvements have been suggested.

EKF-SLAM also requires that non-linear models for observation and motion be linearised. This can
cause the algorithm to perform inconsistently and poorly [11]. EKF-SLAM can only be guaranteed 
to perform well if both models are linear, or at least lend themselves well to linearisation.

[2]

6.4.3 Rao-Blackwellized Filter (Fast-SLAM)

Fast-SLAM, introduced in 2002 by Montemerlo et al. [8] was the first SLAM algorithm to represent
the non-linear motion model and non-Gaussian location distributions directly. It is based on 
recursive Monte Carlo sampling or particle filtering. It still uses a linear model for observations 
however this is considered appropriate for range/bearing measurements when the robot’s location 
can be considered known.

In it’s raw form, the SLAM problem has too many dimensions for the direct application of particle 
filters to be computationally feasible, however Rao-Blackwellization can be applied to reduce the 
dimensionality. Under Rao-Blackwellization a joint state P(x1, x2) can be partitioned according to 
the product rule P(x1, x2) = P(x2|x1)P(x1) and if P(x2|x1) can be represented analytically, only P(x1) 
needs to be sampled x1

(i) ~ P(x1). The joint distribution, can be represented by the set {x1
(i), P(x2|

x1
(i))}N

i and statistics such as the marginal shown in equation 16 can be obtained with greater 
accuracy then is possible by sampling over the joint space.

P(x2)≈
1
N
∑

i

N

P( x2|x1
(i )

) (16)

The joint SLAM state can be factored into location and map components as shown in equation 17.

P(X0:k, m|Z0:k, U0:k, x0) = P(m|X0:k, Z0:k) P(X0:k|Z0:k, U0:k, x0) (17)

Note that the probability distribution is now over robot’s location history or trajectory X0:k instead 
of the current location xk. When conditioned on the trajectory, the landmarks in the map become 
independent. This key property of Fast-SLAM allows it to represent the map as a set of independent
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Gaussians with linear complexity rather then a joint map covariance with quadratic complexity as in
EKF-SLAM. As a result of this and as the name suggests, Fast-SLAM is significantly faster then 
EKF-SLAM. 

The main concept behind Fast-SLAM is a Rao-Blackwellized SLAM state where the trajectory is 
represented by weighted samples and the map is computed analytically. The joint distribution can be
represented by the set {wk

(i), X0:k
(i), P(m|X0:k

(i), Z0:k)}N
i where each particle has it’s own map made up 

of the independent Gaussian distributions shown in equation 18.

P( m|X0 : k
( i) , Z0 : k)=∏

j

M

P (m j|X0 :k
(i ) , Z0 : k) (18)

Recursive estimation is performed by first updating the map for every particle trajectory. A map 
update to trajectory particle X0:k

(i) is performed by processing each landmark that has been observed 
individually as an EKF measurement-update from a known location. Unobserved landmarks are not 
modified. 

The location updates are performed using particle filters based on Sequential Important Sampling 
(SIS). More information on the background of this type of particle filtering can be found in this 
paper [12].  At each time-step k, particles are drawn from a proposal distribution π(xk|X0:k-1, Z0:k) 
which approximates the true distribution P(xk|X0:k-1, Z0:T). The samples are given importance weights
to mitigate any discrepancies. The approximation error grows with time, which increases the 
variation of the sample weights and reduces the accuracy. A resampling step, in which the lowest 
weight particles are replaced, can be introduced but results in a loss of historic particle information. 
This highlights a crucial observation: SIS with resampling can only produce accurate results in 
systems where the state at time-step k grows increasingly independent of previous states.

The general form for a Rao-Blackwellized particle filter for SLAM, assuming that at time-step k-1 
the joint state is represented by {wk-1

(i), X0:k-1
(i), P(m|X0:k-1

(i), Z0:k-1)}N
i is shown below:

1) For each particle, compute a proposal distribution based on the history of the specific 
particle and draw a sample from it according to equation 19. This new sample is joined to 
the particle history such that X0:k

(i)  {≜ X0:k-1
(i), xk

(i)}.

 xk
(i)
∼π ( xk|X0 : k−1

(i) , Z0 : k , uk ) (19)

2) Apply weights to each sample according to the importance function shown in equation 20.

 w k
(i)
=wk−1

(i ) P ( zk|X 0 : k
(i) , Z0 : k−1)P ( xk

(i)|xk−1
(i) ,uk)

π ( xk
(i)|X0: k−1

(i) ,Z0: k ,uk )
(20)

The terms in the numerator of this equation are the observation model and the motion model
(3). The motion model is different from the original equation given in (2) because Rao-
Blackwell requires the dependency on the map to marginalised away as shown in equation 
21.

P(zk|X0:k, Z0:k-1) = ∫ P(zk|xk, m) P(m|X0:k-1, Z0:k-1) d m (21)
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3) Perform resampling, if necessary (when best to perform resampling is an open question). 
The process of resampling involves selecting particles and replacements from the the set 
{X0:k

(i)}N
i including their associated maps with a selection probability proportional to wk

(i). 
The particles selected are then assigned a uniform weight equal to 1/N.

4) Perform an EKF update for each particle on the observed landmarks assuming the location is
known.

Two versions of Fast-SLAM exist within the literature: Fast-SLAM 1.0 [8] and Fast-SLAM 2.0 
[13]. These versions only differ in terms of the proposal distribution and the importance weights. 
The proposal distribution for Fast-SLAM 2.0 includes the observation history Z0:k whilst Fast-
SLAM 1.0 does not. This results in different importance weightings when applying (20). Fast-
SLAM 2.0 is substantially more efficient as the proposal distribution used is locally optimal i.e. for 
each particle, it gives the lowest possible variance in importance weighting wk

(i) conditioned upon 
X0:k-1

(i), Z0:k and U0:k. In practice, this means that Fast-SLAM 2.0 is able to obtain a better estimate 
for the effect of motion as it takes into account the sensor readings before and after the movement, 
whilst Fast-SLAM 1.0 only takes into account the control signal uk. 

Both versions of Fast-SLAM suffer degraded performance due to not being able to forget past 
states. Marginalizing the map as shown in (21) introduces a dependency on the location and 
measurement history, so when resampling deletes this history, accuracy is lost [14]. Despite this, 
Fast-SLAM has been able to demonstrate good performance experimentally [13]. 

[2]

6.4.4 Map Representations

When attempting to solve the SLAM problem, the map that is being built will need to be stored in 
some way. There are many different representations available in the literature, but the two most 
popular are feature-based maps and grid-based maps. 
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Feature based approaches extract features or landmarks from the environment and stores the map as
a list of feature. Typically, feature-based approaches model the map as a graph with a discrete 
number of nodes representing unique landmarks connected by edges which represent the relative 
distances between the landmarks. The robot itself is also usually represented as a node with edges 
connecting to each observed landmark. The robot can then use the relative distances between itself 
and landmarks to localise itself. As this approach uses sparse objects to represent the map, 
complexity and computation costs can be kept down. However, this approach requires features to be
extracted from the environment and relies on each of the features being uniquely identifiable. As a 
result, it can be challenging to deploy in environments that do not contain easily extractable features
and does not perform well when the landmarks can be easily confused, or when the sensors 
employed by the robot are not sophisticated enough to tell landmarks apart. As a result, this 
representation is sensitive to false data association, where a feature is incorrectly identified as 
another feature.

Occupancy grid based methods model the map as a grid, where each cell represents a small area of 
the environment and can either be occupied (1) or free (0).  This could be extended to use 
probability values instead of being limited to boolean values. This approach does not require the 
landmarks to be uniquely identifiable and arbitrary objects can be represented. The simple grid 
structure can reduce the complexity of many path-finding algorithms. This model also lends itself 
well to applications in which the robot may wish to associate auxiliary data with each location. 
However, the grid-based approach is much denser and is therefore more computationally expensive.
This can lead to memory and other performance issues, especially for larger environments. 
Occupancy grids can be extended to 3 dimensions, and these are usually called volumetric pixel or 
voxel maps.

The EKS-SLAM approach described above only works with feature maps, whilst the Fast-SLAM 
approach is able to use either. Within the literature, there have been successful attempts at 
combining the two models described above [16], [17].

[2], [15]
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6.4.4.1 Non-geometric Landmarks

EKF-SLAM and feature-based maps typically use geometric or point landmarks where a landmark 
is modelled as a single point. However, this model can be easily extended to support landmarks of 
an arbitrary shape by attaching a coordinate frame to the geometric landmark. Work by Nieto et Al. 
[53] showed that EKF-SLAM could deal with arbitrarily shaped landmarks by creating an auxiliary 
shape model with an embedded coordinate frame, as shown in figure 3 (a) and anchoring the origin 
of this model to geometric landmark. When a robot observes the landmark, the shape model is 
aligned with the measurement data as shown in figure 3 (b). When the map is made up of landmark 
locations, a robot’s estimate of the co-ordinate frame of the shape model can be used as an 
observation for an EKF-SLAM update, as shown in figure 3(c).

[2]

Dynamic Environments

The SLAM implementations discussed up to this point assume that all landmarks, and indeed all 
objects observed by the robot are static. However, the real world is not like this – it contains moving
objects such as people and cars, and also temporary structures such as chairs or parked cars that 
may appear to be static, but may be moved later on. A robust SLAM solution then, must manage 
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a shape model with sensed data produces a suitable 
observation model for SLAM. [2]
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these moving objects in some way. It could detect and ignore them, it could track them as moving 
landmarks but vitally, it can not mistake a moving object as a static landmark and incorrectly add it 
to the map.

Most SLAM approaches are highly redundant. Landmarks can be deleted from the map without a 
loss of consistency and it is usually possible to do this many times before there will be any effect on
the convergence rate [54]. This property can been exploited to remove landmarks that have become 
obsolete because of changes in the environment [37]. Hähnel et al. [55] proposed an explicit 
moving object management system in which an auxiliary object identification routine detected 
dynamic information and removes it before sending the data scans to the SLAM algorithm. Wang et
al. [56] track both stationary and dynamic targets in their estimated state. Estimating moving and 
stationary landmarks at the same time, is computationally expensive as an additional predictive 
model is required. To combat this, the solution performs the tracking of moving targets and SLAM 
updates for stationary objects separately.

[2]

6.4.4.2 Sub-maps

Sub-map methods are a way to tackle the challenge of computational effort scaling quadratically 
with the number of landmarks. Sub-map methods define a local coordinate frame and come in two 
varieties: global referencing and relative referencing, as shown in figure 4. Both varieties estimate 
the location of nearby landmarks within a defined local coordinate frame. Local sub-map estimates 
are then obtained using a standard SLAM algorithm estimating only with respect to landmarks 
within the current local sub-map. The resulting sub-maps are arranged into a hierarchy which 
improves computational efficiency, but also degrades the accuracy of the solution.

Global sub-map methods estimate the global locations of sub-map coordinate frames relative to a 
common base frame. The Relative Landmark Representation (RLR) [29], hierarchical SLAM [30] 
and Constant Time SLAM (CTS) [31] methods all take this approach. These approaches are able to 
achieve a linear or constant time complexity with respect to the number of landmarks. However, as 
the sub-map frame is located relative to a common base frame, these approaches do not help solve 
the problem of linearisation when dealing with a large robot location uncertainty.

Relative sub-maps do not have a common coordinate frame. The location of any given sub-map is 
deduced only from its neighbouring sub-maps. These sub-maps can then be organised into a 
graphical network. Global estimates can be computed through vector summation along a path in this
network. By removing all references to a global coordinate frame, relative sub-maps are able to 
address the linearisation issues that affect global sub-maps. The concept of relative sub-maps was 
first introduced by Chong and Kleeman [32] and the idea was further developed by Williams [53] 
with his work on the Constrained Relative Sub-map Filter (CRSF). Unfortunately, CRSF does not 
produce global convergence whilst using decoupled sub-maps. The Atlas framework [33], [34], and 
the use of Network Coupled Feature Maps (NCFM) [35] showed that conservative (near-optimal) 
global convergence could be achieved using the covariance intersect algorithm [36] for estimating 
connections. When employed, these algorithms build a network of optimal sub-maps connected 
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through near-optimal links and the computation complexity is no longer dependant on map size. 
Additionally, as updates are handled locally, it is very numerically stable, allows batch validation 
between frames and minimises linearisation errors.

[2]

6.4.5 Data association

Data association is a serious challenge for SLAM implementations. When detecting a landmark, the
implementation must decided weather it is observing a new landmark, or one that it has previously 
observed. In the latter case, it must then also identify which of the landmarks it has already 
observed it is observing now. Once new measurements are fused into the map and associated with 
existing landmarks, these associations cannot be reversed. This is a serious problem for SLAM, a 
single incorrect data association can cause catastrophic divergence of the map estimate and lead to 
failure in localisation. Obviously, SLAM algorithms will be fragile if they rely on all associations to
be 100% correct and as a result a number of techniques have been proposed to improve the 
robustness of the data association task. The most popular of these are discussed in appendix D.

[2]

6.4.6 Range/Bearing Only Sensors

Some sensors such as sonar or infra-red rangefinders are only able to take a distance measurement. 
Others, such as vision from a single camera, are only able to take bearing measurements. 
Researchers working with range-only sensors [47], [48] and bearing-only sensors [49], [50] have 
shown that a single measurement is not sufficient to constrain the location of a landmark. Instead, 
the landmark should be observed from many vantage points, as shown in figure 5. This is because a 
single measurement would generate a non-Gaussian distribution over the landmark location, and 
multiple measurements are needed to obtain an estimate. One solution to his problem is to obtain a 
Gaussian landmark estimation by delaying the initialisation of the landmark in the map state and 
instead accumulate raw measurement data. This is done by recording the vehicle location for each 
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delayed sensor reading and augmenting the SLAM state with this information as shown in equation 
22, whilst the corresponding measurements are stored in a list {zk, … , zk-1}.

xk=[ xvk

T , xvk −1

T , ..., xvk−n

T ,mT ]
T

(22)

Once sufficient information over a time period n has been collected, the landmark is initialised 
using via batch update. Locations that do not have any associated measurements are discarded.  
This delayed fusion approach is useful not just for sensor that are not limited to one of range or 
bearings but increases the robustness of the entire solution by permitting delayed decision making. 

Once a data set has been accumulated, a batch update method, such as iterated smoothing or bundle 
adjustment [52] can be used to calculate an improved estimate. These methods reduce linearisation 
errors. Deferred data also facilitates batch validation gating (discussed in appendix D). [2]

6.4.7 Trajectory-based SLAM

The traditional formulation of SLAM defines the estimated state as the robot location and a list of 
observed landmarks as shown in equation 23.

xk=[ xvk

T , mT
]
T (23)

Alternatively, the robot trajectory can be estimated instead, as shown in equation 24.

xk=[ xvk

T , xvk−1

T ,... , xv1

T
]
T (24)

This formulation is useful in situations where direct alignment of sensed data is more practical, 
usually because it is difficult to identify discrete landmarks. In this scenario, the map is not 
estimated as part of the state and is stored as an auxiliary data set instead. In fact, this formulation 
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Figure 5: Partial observation: some sensors, such as bearing-only (a) and range-only (b) cannot 
directly observe a landmark location and require observations from multiple vantage points. [2]
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of the SLAM problem does not have an explicit map at all and instead each robot location has 
associated sensor data and this is somehow aligned into a global map.

The Fast-SLAM algorithm, described above, is an example of trajectory-based SLAM where each 
particle defining a trajectory hypothesis. Many Fast-SLAM implementations use location-aligned 
scans or grids in place of a landmark/feature map such as [57], [58], [59]. Another framework, 
called Consistent Pose Estimation (CPE) [44], [60] connects the robot locations into a graphical 
network rather than a joint vector state. Sparse-information-form trajectory-based methods are also 
available [61], [62], [45] and make use of a sparse estimate of (24).

The drawbacks of trajectory-based methods are the unbounded size of the state-space and quantity 
of measurement data. For long-term implementations of trajectory-based SLAM, data will 
eventually need to be coalesced into less dense formats to bound the storage costs.

[2]

6.5 Multi-robot SLAM in the literature
Generally, multi-robot SLAM solutions are stacked above a single-robot SLAM algorithm [71]. 
This means that the data processing and map representations are inherited. However, due to the 
addition of multiple robots, there are new challenging problems to solve.

6.5.1 Data for Multi-Robot SLAM

For multi-robot SLAM systems, there are four questions about how the data is handled. The way a 
solution answers these questions is what makes it unique. These are:

• What data is shared between robots?

• How is data shared between robots?

• Where does processing of data occur?

• How is data processed?

[71]

6.5.1.1 Data Communication

Data communication is an essential part of the multi-robot SLAM problem. How are robots to work
together without being able to communicate? Robots should be able to exchange information 
through some communication channel which may not be available at all times or in all places. The 
range and bandwidth of the communication network are also important.

[71]

6.5.1.2 Data Sharing

The sharing of data between robots is fundamental in multi-robot SLAM. Data sharing approaches 
can generally be divided into those that share raw sensor data such as [72] and those that share 
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processed data such as [73].  Raw sensor data is unprocessed sense information, for example laser 
range measurements or wheel odometry. For processed data, sensor readings are processed using a 
method such as filtering and then expressed in a higher-level abstraction such as a map or location 
estimate. Sharing raw data allows for more flexibility but requires high bandwidth communication 
between robots, and each individual robot will be required to perform more processing. Sharing 
processed data requires less bandwidth, and eliminates redundant data processing, however, 
performance ends up being highly dependant on the quality of shared data. This latter approach is 
known as data fusion. 

[71]

6.5.1.3 Data Distribution

Multi-robot SLAM systems can be centralised or decentralised and distributed or non-distributed as 
follows:

• Centralised: the computation for a given task is performed by a predetermined robot or an 
external agent. This central agent processes all incoming data and provides required outputs 
to other agents. See Kim et al.’s 2010 work for an example of this [74].

• Decentralised: the computation for a given task can be performed by more then one robot 
in the team, this requires that the team is able to dynamically respond to processing 
demands. Howard’s 2006 work [72] is an example of this.

• Distributed: The computation for a task is divided among all the robots in the team.

[71]

6.5.1.4 Data Processing

The key discriminator for a SLAM algorithm is the data processing method. This choice is 
influenced by many factors, including memory capacity, compute capacity, environment and sensor 
capabilities. Most multi-robot SLAM implementations based their data processing model off a 
single-robot algorithm such as Fast-SLAM or EKF-SLAM. 

[71]

6.5.2 Multi-Robot SLAM problems

Presented below, are ten major challenges that a multi-robot SLAM implementation will need to 
solve.

6.5.2.1 Problem A: Relative locations of robots

In multi-robot SLAM, each robot maintains it’s own locally referenced map called the local map. 
Each robot attempts to merge the local maps of other robots into a global map, however, this is a 
difficult task as the required transformations to align these maps are generally unknown. 

[71]

26 of 149



Jamie Munro Final Year Project

6.5.2.2 Problem B: Uncertainty of robot locations

Thrun et al. [75] identified the five roots of robot uncertainty as environment, sensors, robots, 
models and computations. Uncertainty is also associated with all the values the robot stores 
primarily as a result of modelling uncertainties, sensory noise and linearisation errors. 

[71]

6.5.2.3 Problem C: Updating maps and locations

Once a relative transformation is computed to align local maps, a procedure is required to fuse them
together. After fusing, all the information in each individual map should be contained within the 
fused map. After updating the maps, the locations of the robots should also be updated. This update 
should consider the trajectories and any new information from the maps. When using a feature-
based representation, data association and calculating the equivalence between landmarks, is also 
important.

[71]

6.5.2.4 Problem D: Line-of-sight observations

Robots may maintain an estimate of the locations of other robots, however, if robots are able to 
observe each other, these estimate can be improved. This can help robots improve their localisation 
and mapping estimates. Generally, such line of sight observations are more accurate than other 
indirect estimation techniques. 

[71]

6.5.2.5 Problem E: Loop-closure

Loop closure is defined as identifying a place observed previously, but not recently [71]. Loop 
closure is a challenging problem for single-robot SLAM solutions, and is even harder for multi-
robot systems. To solve loop closure,  multi-robot systems must leverage all the information 
resources they have access to. Various events, such as a direct encounter of another robot, or an 
indirect encounter, where 2 robots observe the same area, can be used to trigger the loop-closure 
handler. 

[71]

6.5.2.6 Problem F: Complexity

Robots are usually required to perform in real time and therefore it is important to design an 
algorithm consuming minimal processing and memory resources. The time and space complexity of
SLAM algorithms are important issues and directly affect the scalability of a solution. For low 
bandwidth or throughput sensors, communication complexity may also be a serious factor.
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6.5.2.7 Problem G: Communications

The availability of data sharing medium is vital for multi-robot SLAM. Robots must exchange 
information via a communications channel and the quality of this is generally dependant on the 
environment. 

[71]

6.5.2.8 Problem H: Heterogeneous robots

So far, all of the SLAM solutions we have considered have assumed that the robots employing the 
solution are identical. However, one serious advantage of multi-robot SLAM is that different types 
of robots equipped with different sensors and locomotion methods are able to work together to 
create an improved estimate of the environment. For example, a ground robot and an aerial drone 
could work together to improve coverage, as each will have access to environments that the other 
does not. However, taking advantage of this require processing and integrating different types of 
information together into the same map. 

[71]

6.5.2.9 Problem I: Synchronisation

It is good practice for each sensor reading to have an associated time stamp for when the reading 
was taken. An important issue for multi-robot systems is synchronisation. Synchronisation can be 
viewed from two levels. Firstly, local synchronisation considers whether all the sensors on a single 
robot are synchronised, and secondly, global synchronisation considers whether all the clocks for 
each robot in the team are synchronised. 

[71]

6.5.2.10 Problem J: Performance Measures

Evaluating the results of multi-robot SLAM is a challenging problem. Often autonomous robots 
rely on SLAM to make decisions, this makes evaluating the accuracy of SLAM a critical task. 
Every SLAM solution will require some sort of performance measure.

[71]

6.5.3 Extended Mathematical Definitions

The mathematical definitions given previously for single robot SLAM can be extended for a multi-
robot SLAM formulation:

• xa
k: State vector describing location and rotation of robot a

• ua
k: Control vector, applied in time-step k – 1 resulting in the robot a moving into state xa

k at 
time-step k.

• mi: location vector of the true location of the ith landmark
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• za
k: sensor reading taken during time-step k by robot a

• Xa
0:k = {x0, x1, … , xk}: the set of all state vectors up to time-step k for robot a (history of 

robot a’s locations)

• Ua
0:k = {u0, u1, … , uk}: the set of all control vectors up to time-step k for robot a (history of 

robot a’s control inputs)

• Za
0:k = {z1, z2, … , zk}: the set of all sensor readings up to time-step k  for robot a

• m = {m1, m2, … , mk}: the set of all landmarks

As shown above, the variables x, u, z, X, U and Z have all been augmented with an additional 
superscript indicating to which robot the variable is referring. This superscript is typically 
numerical, but for clarity and readability, letters will be used in this project. If no superscript is 
given, assume the variables are being discussed in the context of a single robot. 

We can now say that the objective of the multi-robot SLAM is to calculate the joint posterior over 
the locations of the robots and the map, this is shown for two robots (a and b) in equation 25, where 
the initial locations of the robots are xa

0 and xb
0.

P(Xa
0:k, Xb

0:k, mk|Za
0:k, Zb

0:k, Ua
0:k, Ub

0:k, xa
0,  xb

0) (25)

[71]

6.5.4 Multi-robot EKF-SLAM

Numerous researchers have proposed multi-robot SLAM methods based off the EKF methods 
discussed above, such as the cooperative EKF estimator [76], outdoor elevation mapping [77], 
performance prediction [78], robot rendezvous [79] and distributed multi-robot SLAM [80]. 
Algorithms such as heterogeneous sub-map matching [81] and constrained local sub-map filter [82] 
combine EKF with other techniques. 

The EKF technique is fairly easy to extend to multiple robots which explains the large number of 
EKF derived algorithms. Most of the EKF based approaches are fairly similar [71] and the robot 
rendezvous technique will be explored in detail below.

Robot rendezvous is a feature-based SLAM solution which uses EKF for filtering the robot and 
landmark locations. This solution addresses problems A, B, C and F. The locations of the robots and
the positions of the landmarks are included in the state vector. Equation 26 shows the state vector 
for two robots a and b with N features, where li

 is an estimate of the location of the ith landmark.

xk
a b

=[ xk
a , xk

b , l0, ..., lN ]
T

(26)

Robots are required to meet at least once at some point during the execution the algorithm. These 
rendezvous can be random or pre-arranged. One of the advantages of this method is that robots do 
not need to have overlap between maps. Once the robots detect each other and are within line-of-
sight, the required transformation to align their local maps is calculated using robot-to-robot 
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measurements. The uncertainty of the relative transformation can be calculated by linearising the 
observation equations. 

Once the relative locations are known, the maps are merged using the calculated transformation. 
Due to the uncertainty in the locations of landmarks, it is very likely that the map merging will 
result in duplicated landmarks. These duplicated landmarks will need to be detected and merged 
into a single landmark. To tackle this, the Sequential Nearest Neighbour Test is used. The test 
calculates the Mahalanobis distance between two landmarks in the fused map and if this is smaller 
than a threshold, the test considers the landmarks to be duplicates. State and covariance row and 
columns for the duplicate landmark are then deleted. If the location errors of the landmarks are 
greater than the distance between them, then this method will not correctly identify duplicates. To 
mitigate this, this process is always performed when two robots are close together where the errors 
are likely to be smaller.

Figure 6(a) shows 2 features, one is represented by a circle and the other a diamond. The circle 
feature is from the local map, and the diamond feature has been obtained by transforming a remote 
map. For each pair of local and remote features, the distance between them is calculated and if this 
distance is less than a threshold, the features are considered duplicates. In this case, the features are 
averaged to form one new feature. If weighted averaging is used, the fused feature has less 
uncertainty than the original features, as shown by the blue ellipsis in figure 8(b). However, 
weighted averaging requires matrix inversion which is computationally expensive. Alternatively, 
averaging with equal weights can be used. In this case, the resulting uncertainty can be greater than 
the uncertainty of the most uncertain feature, as shown by the red ellipsis in figure 6(b).

A kd-tree is used to search for the nearest landmarks, which reduces the complexity of this 
operation. EKF is an iterative approach meaning that previous measurements do not need to be 
processed repeatedly, which also reduces compute and memory requirements. 

[71]
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Figure 6: Merging two features. (a) Two features whose separation is less then a threshold. (b) The 
new merged feature is shown in blue (for weighted averaging) and red (for equal weights). [71]
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6.5.5 Particle Filter approaches for Multi-robot SLAM

Particle filtering based SLAM was first adapted for the Multi-robot SLAM problem by Thrun in 
2001 [83]. In 2006, his work was extended by Howard [84] and both propose a view-based SLAM 
model. In the years since, many further particle filter based approaches have been proposed.

Thrun addressed problems C and E in his work. He states the fundamentals of his solution is “a 
statistical framework that combines an incremental maximum likelihood estimator with a posterior 
pose estimator” [83]. In this solution, a probabilistic motion model and measurement model are 
based on scan matching. Each scan constructs a local map which is compose of three possible area 
types: free areas, occupied areas and unobservable (occluded) areas. Unlike EKF based solutions, 
Thrun’s method is able to model multi-modal and non-Gaussian distributions. However, the robots 
involved must begin in relatively similar initial locations in order to have a large overlap between 
their initial maps. Additionally, the approximate initial locations of the robot must be known. 

Howard extended the work of Thrun by using a Rao-Blackwellized particle filter [84]. He later, in 
collaboration with others, went on to extend his work to include path planning and exploration with 
a central agent and a team of 80 robots [85]. 

In this work, problems A, C and E are addressed. Robots must know their relative locations in order
to generate a global map. To calculate relative initial locations, Howard proposes the use of line-of-
sight observations using cameras and unique fiducials mounted on the robots to calculate their 
relative positions once the robots meet at a point. After the first meeting of robots, a particle filter is 
applied in reverse chronological order to fuse all of the data from the initial location, with any 
future meetings ignored. Using Rao-Blackwellization for multiple robots a and b and assuming that 
the robot locations are known, the joint posterior given in (38) can be formulated as shown in 
equation 27.

P(Xa
0:k, Xb

0:k, mk|Za
0:k, Zb

0:k, Ua
0:k, Ub

0:k, xa
0,  xb

0)  

= P(mk|Za
0:k, Zb

0:k, Xa
0:k, Xb

0:k, xa
0,  xb

0) 

× P(Xa
0:k, Xb

0:k|Za
0:k, Zb

0:k, Ua
0:k, Ub

0:k,  xa
0,  xb

0) (27)

If we ignore line-of-sight observations and assume that the robots’ trajectories are decoupled, (40) 
can be factorized as shown in equation 28.
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0:k, Zb
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0,  xb

0)
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0:k, Xb

0:k, xa
0,  xb

0) 

× P(Xa
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0:k, Ua
0:k,  xa

0)

× P(Xb
0:k|Zb

0:k, Ub
0:k,  xb

0) (28)

P(mk|Za
0:k, Zb

0:k, Xa
0:k, Xb

0:k, xa
0,  xb

0) is the mapping problem with known location and can be 
computed using ray tracing [75]. The other two terms are posteriors on the location of each robot 
and both can be computed using the particle filter method. The formula for the ith particle in the 
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particle set for (28) is shown in equation 29 where xa(i)
k and  xb(i)

k are the locations of two robots a 
and b at a time-step k, m(i)

k is the map for the ith particle and w(i)
k is the weight of the particle.

<  xa(i)
k,  xb(i)

k, m(i)
k,  w(i)

k > (29)

If robots are not aware of their initial poses, they can start SLAM independently and accumulate all 
raw data until they encounter each other. At a meeting time t where 0 < t < k, where the robots can 
calculate their relative locations, the posterior of the SLAM problem is described in equation 30, 
where ∇t is the relative transformation of the robot locations and assuming that the global 
coordinate system is the same as the local coordinate system used by robot a. 

P(Xa
0:k, Xb

0:k, mk|Za
0:k, Zb

0:k, Ua
0:k, Ub

0:k,  ∇t) (30)

If the uncertainty of the relative transformation is ignored, (30) can be calculated in two steps using 
a virtual robot method. For time 0:t, a particle filter is constructed that processes all the data from 
time t to time 0 in reverse chronological order, this filter is denoted the virtual robot. Once all past 
data has been processed, for time t:k standard particle filtering is used. Figure 7 shows the Bayes net
of this approach.

This approach is effective and the estimates can be updated in real-time, but this approach is not 
appropriate when the robots are unable to detect each other or do not known their initial locations. 
Additionally, the uncertainty in the relative locations is not considered by this method. 

In 2006, Carlone et al. [86] built upon the works of Thrun and Howard by proposing a multi-robot 
SLAM solution that did consider the uncertainty of the relative location of the robots and also uses 
a grid-based approach rather then features. This work was motivated by the fact that considering the
uncertainty of the relative transformation can improve the accuracy of map and location estimates.
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Figure 7: Bayes net for particle filter with virtual robot. At time s, ∆s is known and shown in red. 
Past data, shown in green, is updated using the virtual robot. Future data, shown in blue, is 
updated using a particle filter [71],[84].
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For two robots a and b who can observe each other, ρab
 and θab

 are the line-of-sight range and 
bearing of robot b as measured by robot a. Conversely  ρba and θba are the range and bearing of robot
a as measured from robot b. This is shown in figure 8. The uncertainties of these measurements are 
given by σρ

ab,  σθ
ab,  σρ

ba and  σθ
ba respectively. As there are two sources of uncertainty for the range 

measurements, these are averaged as shown in equations 31 and 32, where ρ is the averaged range 
measurement and σ2

ρ is it’s uncertainty.

ρ=
σ ρba

2

σ ρab

2
+σ ρba

2
ρab

+
σ ρab

2

σ ρab

2
+σ ρba

2
ρba (31)

1

σ ρ
2
=

1

σ ρab

2
+

1

σ ρba

2
(32)

The weights for the averaging are derived from the uncertainty in the measurements. The relative 
location can be described as shown in equation 33.

[ ρ cos(θab
) , ρ sin(θab

) , π+θab
−θba ] (33)

The first order approximation of the corresponding uncertainty is given in equation 34.

Σ=[
σ xx σ xy σ xθ

σ xy σ yy σ yθ

σxθ σ yθ σθθ
] (34)

Where:

σxx = σ2
ρ cos2 θab + σ2

θab ρ2 sin2 θab (35)

σyy = σ2
ρ sin2 θab

 + σ2
θab ρ2 cos2 θab (36)

σxy = 0.5 (σ2
ρ − σ2

θab ρ2) sin (2θab) (37)
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Figure 8: Two robots a and b can detect each other using line-of-sight observations [71], [86].
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σxθ = −ρ σ2
θab sin θab (38)

σyθ = ρ σ2
θab cos θab (39)

σθθ = σ2
θab + σ2

θba (40)

If  [xa, ya, θa] is the location of robot a in the global coordinate frame, and [̂xb, ̂yb, ̂θb] is the pose of 
robot b in its own local coordinate frame, then the relation shown in equations 41 and 42, calculate 
the location of robot b in the global coordinate frame, where δθ =  θab -  θba.

[ xb

yb]=[cosδ θ −sin δ θ

sin δθ cosδ θ
][ x̂b

ŷb]+[ xa

y a]+[ ρ cos (θa
+θab

)

ρ sin(θa
+θab

) ] (41)

θb
=θa

−θ̂b
+π+δθ (42)

In Carlone et al.’s solution, robots do not estimate a joint posterior over trajectories and relative 
locations of the robots. Robots only exchange data during encounters and therefore do not require a 
permanent communication channel.  In this solution, all encounters between the robots are taken 
into account unlike Howard’s which only considers the first encounter. This solution has 
exponential space complexity.

In 2010, Gil et al. [87] proposed a feature-based multi-robot SLAM solution extending Fast-SLAM 
1.0 (discussed above) to multiple robots. This extension is achieved by recording the locations of all
robots in the particles, similar to (29) only using a feature based representation. Consequently, in 
order to better model the multi-variate distribution of the locations, the number of particles should 
be increased exponentially as the number of robots increases, as shown in figure 9.  
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Figure 9: As the number of robots in a team increases, the number of particles required increases. 
For 1 robot, 15 particles are required. For 2 robots, 15 * 15 are needed, and for three robots 15 * 
15 * 15 are needed. [71]
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When a feature is observed multiple times, or at the same time by multiple robots, the robot will 
need to decide whether this is a new unseen feature or one that already exists on the map. This is 
not an easy decision as the visual appearance of the feature will be effected by noise.

The algorithm proposed by Gil et al. has been verified in simulated environments where robot 
where able to exchange information via a central agent. Additionally, the initial relative locations of 
the robots are assumed to be known and direct encounters between the robots are ignored.

[71]

6.5.6 Communication

Communication is usually a vital part of the multi-robot SLAM problem. There are two common 
communication issues that can have a dramatic impact on the accuracy of the results. These are 
cyclic updates and out-of-sequence measurements [71]. 

Cyclic update, also known as overconfidence, can happen when robots use the same measurement 
more then once. This can result in overconfidence, for instance a robot may reduce the uncertainty 
in a measurement because it believes that it has obtained a reading confirming an existing 
hypothesis, when in reality it is simply reusing an old measurement.

Out-of-sequence measurements can occur when a robot receives messages in the wrong order. This 
usually occurs due to buffering or communication latency issues. 

Dealing with these issues and developing a robust communication protocol is a vital part of the 
multi-robot SLAM problem. Low bandwidth and low speed communications may be the only forms
of communication possible in some environments, such as underwater. This can impose limitations 
on the accuracy and scalability of solutions to the multi-robot SLAM problem.

It may be desirable for robots to use communication for more than just exchanging map data. 
Implementations may wish to use the communication channels to plan routes, efficiently divide up 
the search space or for collision detection.

6.6 Research Proposal
The aim of this project will be to implement multi-robot SLAM for a low-cost low-power simple 
mobile robotic platform. The platform will only have access to short-range communications and 
range-only sensors. This will mean that the proposed solution will need to have low computational 
performance requirements, be resilient to communication blackouts and perform robustly even with 
low quality single dimensional sensors. It is also desirable for the platform to be able to leverage the
benefits of the swarm paradigm. Therefore, the robots should be flexible, scalable and leaderless. 
The communication between the robots should be decentralised.

Due to the low quality range-only sensor, feature-based SLAM will not be feasible as the one 
dimensional data stream from the sensor will struggle to perform data association and will not be 
able to adequately distinguish between features. Therefore, the work in this project will focus on 
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occupancy-grid based methods. This means that we do not need to use geometric landmarks, as the 
robot will simply need to indicate if a cell is occupied or free.

To simplify the computations performed by the robots, we will assume that their initial locations are
known. This eliminates the need for costly transformation calculations, however is not realistic for 
real-world unknown environments. Future works should look at removing this dependency.

To enable rapid experimentation and comparisons between ideal and real-world performance, this 
project will develop a 2D simulator which may be of use for future research.

Due to the use of short-range sensor, the solution will not require constant communications and it 
should be assumed that the communication network is never fully connected. The bandwidth of the 
communications channel will also be low and so the data transfers between robots will need to be 
kept minimal.

This project will first focus on developing the platform and simulator. Once this is completed, it will
aim to implement a robust multi-robot slam solution that does not include any kind of co-operation 
strategy, i.e. the robots individually build maps, and these maps are merged together periodically. 
Finally, I will attempt to develop and compare co-operation strategies to enable the robots to map 
the environment more rapidly and accurately.

The performance of the various solutions will be quantified using a simple accuracy metric 
comparing the ground truth map to the map generated by the swarm. Each cell shall be considered 
for this metric, the accuracy will be defined as the number of cells matching the ground truth over 
the number of cells in the map. 

Experiments with occupancy grid-based multi-robot SLAM for simple low-cost 
mobile robot platforms utilising low-bandwidth short-range communications and 
range-only sensors.

7 Requirements and Specification

7.1 Robot Requirements
• Low-cost: As an entire swarm of robots must be constructed, cost per robot must be kept 

very low.

• Assembly: The robot will be constructed by hand with minimal access to tools.

• Disassembly: It should be trivial to disassemble robots, if serious changes need to be made 
or if they need to be returned (to the university) in pieces.

• Locomotion: The ability to move around on a 2D plane in a 3D environment, typically via 
wheels.

• Communication: Ability to communicate with other nearby robots and/or controller.

• Sensors: Sensor(s) to detect when robot is obstructed.
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• Compute: Modest processing power and memory in order to run SLAM algorithm.

7.2 Simulator Requirements
• Load virtual environment from CSV

• Simulate a number of robots moving around the environment

• Provide simulated sensor readings to virtual robots

• Provide message passing services between virtual robots

• Provide Arduino-like API

• Provide simulated EEPROM storage for virtual robots

• Output simulated EEPROM at end of simulation

• Provide visualisations of the virtual environment and any generated maps

• Provide performance metric to compare generated maps with ground truth

• Notify user of any collisions between robots

• Notify user of any robots with a prolonged period of idleness

8 System Design

8.1 Proposed Solution Structure
Figure 12 shows the structure of the proposed solution:

• Green Circles are physical components.

• Yellow Rectangles are services (implemented as classes).

• The Red Rectangle represents the algorithm which will be developed as the goal of this 
project.

• The Blue Rectangle represents a model of the environment and the state of the robot within 
that environment. The goal of the algorithm is to generate an accurate state model.
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Figure 10: Structure of proposed solution
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8.2

8.3 Simulator design

The simulator will consists of a number of C++ classes:

Environment – simulated environment for robot to explored

State – tracks ground truth state of robots

SimulatedActionSpace – simulated ActionSpace class that manipulates robot’s state

SimulatedSensor – simulated Sensor module that provides information about simulated 
environment

SimulatedTransmitter - simulated transmitter module used to send messages to other robots

SimulatedEeprom - simulated EEPROM module providing a virtual storage space

SimulatedSerial - simulated serial module providing console printing facilities

Robot – abstract class that a user defined class must implement. Has access to all of the simulated 
modules mentioned above

Swarm - spins up and manages multiple robots
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Figure 11: UML class diagram for simulator
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Simulator - take relevant command line parameters from the console, invokes the swarm class and 
then prints the generated maps to the console.

In order to use the simulator in this form, a user would extend the Robot abstract class by providing 
implementations for the pure virtual functions setup(), loop() and receive(), along with any other 
implementation defined code and functions. The package as a whole is designed to be as similar to 
the Arduino API as possible and the choice to retain the setup()/loop() architecture in the Robot 
class also ensure that minimal changes would be required to convert a simulator program to an 
Arduino program.

In order to simplify the use of the simulator, provide visualisation and make programming the 
simulated robots as similar as possible to programming the real robots, I then developed a python 
wrapper. In this form, instead of manually extending the robot abstract class, a user simply provides
a source file containing implementations of setup(), loop() and receive(), and any other 
implementation specific code just like one would provide a ‘.ino’ file to the Arduino compiler. The 
user then invokes the python script and supplies a number of parameters. The python script then 
parses the source code, separates it into various components and generates a C++ class extending 
the Robot abstract class using these components. Next, the python script compiles and runs the class
redirecting the output into a text file. Finally, the output is visualised using matplotlib so that the 
user can visually see the maps generated by the simulated swarm.

Environments are supplied as CSV files where 0 represents an empty cell and 1 represents an 
occupied cell, as shown in figure 14.
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Figure 12: Example environment CSV for simple square room
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Figure 15 shows an example program which does not use communication and simply turns right 
every time it encounters an obstacle. Notice how similar this is to an Arduino program. 

Using the service classes I have defined for Arduino, one would simply need to change the receive 
function signature to “void handleReceivedTinyIRData(uint16_t aAddress, uint8_t aCommand, 
bool isRepeat)” and define a few constants and includes to get this running on an Arduino 
(handleReceivedTinyIRData() is called by an interrupt service routine when a signal is received).
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Figure 14: Example invocation of python wrapper

Figure 13: Short (and whitespace removed) example simulator program
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Examples of the visualisations produce by the simulator can be seen below in the “Algorithms” 
section.

I developed a second python program capable of running the simulator in batches such that the user 
can specify:

• a number of source files to be simulated 

• in a number of test environments 

• across a number of swarm sizes 

• across a number of iterations.

Performance metrics A and D (discussed below) are then calculated for each combination of the 
above parameters, and these are outputted along with the corresponding parameters to a CSV file. 
In addition, visualisations are produced and saved for each combination. This program enables 
automated experimentation and allows for rapid testing and comparison of different parameters.

8.4 Performance Metrics
In order to evaluate the performance of each implementation, we will need to develop a 
performance metric. In this project we will define two metrics. The first, A, will consider the 
percentage of cells in the generated map where the sign (positive or negative) agrees with the 
ground truth. The second, D, will consider the difference in certainty values between the generated 
map and ground truth state. These are shown in equations 43 and 44 respectively where mi is the 
certainty value for the ith cell of the generated map and gi is the certainty value for the corresponding
cell in the ground truth map. A higher value for A is desirable, whilst a lower value for D is better.

A=
correctly signed cells

totalcells
(43)

D=
1
N
∑

i

N

|g i−mi| (44)

As we are investigating multi-robot SLAM, we will consider the highest, lowest and average of 
these metrics across the swarm.

8.5 Algorithms
In the following section, we will design and test a number of algorithms using the simulator. Whilst 
loosely based on ideas explored during the literature review, unless otherwise stated these 
algorithms have not been taken directly from the literature and therefore may or may not resemble 
existing solutions. 

8.5.1 Simulator Parameters

• Unit Size: 20cm

42 of 149



Jamie Munro Final Year Project

• Maximum valid distance: 80cm

• Minimum valid distance: 20cm

• Random variance in sensor readings: Off

8.5.2 Definitions

The symbols used in the pseudo-code are defined in the table below.

Table 1: Pseudo-code symbol definitions

Symbol Definition Notes

forwards Move 1 unit forwards Update X and Y variables

left Rotate 90 degrees left Update R variable

right Rotate 90 degree right Update R variable

broadcast(msg) Broadcast msg to all other 
robots within range

send(id, msg) Send msg to robot id

scan Get current sensor reading In terms of units

x0 Initial x coordinate

y0 Initial y coordinate

X Variable tracking X coordinate

Y Variable tracking Y coordinate

R Variable tracking rotation

forwardsX X coordinate for cell 
immediately in front of robot

forwardsY Y coordinate for cell 
immediately in front of robot

n_swarm Number of robots in the swarm

8.5.3 Visualisations

A cell may take any whole number value between 100 and +100 with positive numbers representing
occupied spaces and negative numbers representing free spaces. A value of 0 means there is no 
information about that cell. In visualisations presented below, these values have been represented 
using colours. Free spaces are represented using greens, the darker the green the more confident the 
robot the is. Occupied spaces are represented using greys, with the most confident cells being 
shaded black. Unknown cells are represented using white. 
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8.5.4 Algorithm 1 - “Turn Right”

8.5.4.1 Description

Extremely simple mapping solution for a single robot. Note: turn left variant also possible. More of 
a test for the simulator then a proposed solution, this algorithm will result in the robot repeatedly 
exploring the same area. The starting position of the robot will determine what area of the map is 
discovered.

8.5.4.2 Pseudo-code

Y = x0

X = y0

R = 0

map[x,y] = 0 for all x in [0, xMax], y in [0, yMax]

loop:

map[x,y] = -1

if  scan <= 1 unit:

map[forwardsX, forwardsY] = 1

right

else:

forwards
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8.5.4.3 Example run

8.5.5 Algorithm 2 - “Turn Right with communication”

8.5.5.1 Description

Extend Algorithm 1 to multiple robots. Simply notifies other robots (within range) when an 
occupied cell is discovered. Note that there is no collision handling built into the algorithm and as a 
result it is unlikely to work in a non-simulated environment due to undefined behaviour after a 
collision. Many such collisions occurred during the simulations.

8.5.5.2 Pseudo-code

Y = x0

X = y0

R = 0

map[x,y] = 0 for all x in [0, xMax], y in [0, yMax]

loop:

map[x,y] = -1
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Figure 15: "Turn Right" algorithm with a swarm size of 11 for 5 
iterations.



Jamie Munro Final Year Project

if  scan <= 1 unit:

map[forwardsX, forwardsY] = 1

broadcast  (forwardsX,  forwardsY)

right

else:

forwards

upon receive broadcast(address, command):

map[address, command] = 1
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8.5.5.3 Example run

8.5.6 Algorithm 3 – “Random Walk”

8.5.6.1 Description

Random walk was the first algorithm discovered in this project that was able to fully explore the 
environment, given enough iterations.  This algorithm introduces the concept of position and sense 
matrices.

The distance value read from the sensor is a scalar value, however, we are working with a map 
represented as a matrix. Therefore, we need some way to convert the scalar distance value into a 
matrix that can be overlayed onto the map. The position matrix is an attempt to solve this problem 
by encoding the distance into a one column matrix. This matrix can be imagined to occupy the 4 
cells in front of the robot. The cell corresponding to the distance value is set to 1 (occupied). All 
cells in front of this cell (from the robots perspective) are set to -1 (empty). All cells behind this cell
(from the robot’s perspective) are set to 0 (no information). This is illustrated in figure 19.
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Figure 16: "Turn Right with Communications" algorithm with a swarm
size of 5 for 100 iterations.
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Sense matrices are generated from position matrices and convert the values {-1, 0, 1} into certainty 
values in the range [-100, 100]. This is simply done on the principle of further away from the sensor
is less reliable, as shown in figure 20.

This algorithm does not deal with the collision avoidance problem and so is unlikely to work well in
the real world until a collision avoidance mechanism can be developed.

In this algorithm, during each frame, the robot will randomly select one of the following actions 
{nothing, turn left, turn right}. Next, it will generate a sense matrix and update the map using it. 
Finally, it will move forward, but only if doing so would not take it off the map or into an obstacle. 
The process of updating the map simply involves adding the values in the sense matrix to the 
corresponding values on the map.

8.5.6.2 Pseudo-code

Y = x0

X = y0

R = 0

48 of 149

Figure 17: Diagram showing relationship between distance and position matrix. Robot icon 
from [88].

Figure 18: Diagram showing the relationship between sense matrix and distance. Robot icon from 
[88].
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map[x,y] = 0 for all x in [0, xMax], y in [0, yMax]

loop:

select random in {0, 1, 2}

if  random == 1: right

if random == 2: left

generate positionMatrix

generate senseMatrix

overlay map with senseMatrix

if scan > 20 and cell in front within bounds:

forwards

8.5.6.3 Example runs
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Figure 19: "Random Walk" algorithm with a swarm size of 5 for 10 
iterations.
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Figure 20: "Random Walk" algorithm with a swarm size of 5 for 30 
iterations.

Figure 21: "Random Walk" algorithm with a swarm size of 5 for 50 
iterations.
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Figure 22: "Random Walk" algorithm with a swarm size of 5 for 100 
iterations.

Figure 23: "Random Walk" algorithm with a swarm size of 5 for 200 
iterations.
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Figure 24: "Random Walk" algorithm with a swarm size of 5 for 300 
iterations.

Figure 25: "Random Walk" algorithm with a swarm size of 5 for 400 
iterations.
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As you can see in the visualisations above, the random walk algorithm is eventually capable of 
building a complete map, but it takes many iterations.

8.5.7 Algorithm 4 – “Random Walk with Communication 1.0”

8.5.7.1 Description

Algorithm 4 extends the previous algorithm by adding communication. Messages are added to a 
message queue when the robot receives them. During the main loop, the robot then processes and 
removes each message from the queue in turn. In this version, two types of messages are supported. 
These are OCCUPIED and FREE. OCCUPIED is used to notify other robots that a cell with value 
100 has been discovered. Similarly FREE is used to notify of a cell with value -100. This enables 
the robots to collaborate which greatly speeds up the mapping process.

8.5.7.2 Pseudo-code

Y = x0

X = y0

R = 0

map[x,y] = 0 for all x in [0, xMax], y in [0, yMax]

loop:

select random in {0, 1, 2}

if  random == 1: right

if random == 2: left

generate positionMatrix

generate senseMatrix from positionMatrix

update map using senseMatrix

if a cell was updated to 100 broadcast(OCCUPIED(cellX, cellY))

if a cell was updated to -100 broadcast(FREE(cellX, cellY)) message

if scan > 20 and cell in front within bounds:

forwards

upon receive  OCCUPIED(x,y):

map[x,y] = 100
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upon receive  FREE(x,y):

map[x,y] = -100

8.5.7.3 Example runs
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Figure 26: "Random Walk with Communications 1.0" algorithm with a
swarm size of 5 for 10 iterations.

Figure 27: "Random Walk with Communications 1.0" algorithm with a
swarm size of 5 for 20 iterations.
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Figure 28: "Random Walk with Communications 1.0" algorithm with a
swarm size of 5 for 30 iterations.

Figure 29: "Random Walk with Communications 1.0" algorithm with a
swarm size of 5 for 40 iterations.
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Figure 30: "Random Walk with Communications 1.0" algorithm with a
swarm size of 5 for 50 iterations.

Figure 31: "Random Walk with Communications 1.0" algorithm with a
swarm size of 5 for 60 iterations.
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As you can see from the images above, the “random walk with communication 1.0” algorithm is 
able to generate complete maps, and in far fewer iterations then the non-communicating random 
walk variant.
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Figure 32: "Random Walk with Communications 1.0” algorithm with a
swarm size of 5 for 70 iterations.
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8.5.8 Algorithm 5 – “Random Walk with Communication 2.0”

8.5.8.1 Description

Algorithm 5 builds upon algorithm 4 by adding collision avoidance. This is done by adding two 
new message types: LOCATE and NOTIFY. At the end of every iteration, every robot will 
broadcast their current location using the LOCATE message. Additionally, instead of moving 
forwards straight away, robots will use the NOTIFY message to inform other robots that they are 
planning on moving into a cell. They will then wait until the next iteration to perform the forward 
action, and only if no other robots are planning on moving into the same cell, and no robots are 
already in that cell. In the case that another robot is moving into the same cell or the cell is already 
occupied, the robot will wait until the next iteration and try again. Additionally, there is a one in two
chance of each robot making a random rotation (left or right). This means that on average, one of 
the robots will turn away, avoiding the deadlock scenario where two robots are waiting infinitely to 
move into the same cell. The addition of collision avoidance slightly degrades the performance of 
the “random walk” algorithm, however, facilitates its use in the real world where robots cannot 
simply move through each other.

8.5.8.2 Pseudo-code

Y = x0

X = y0

R = 0

map[x,y] = 0 for all x in [0, xMax], y in [0, yMax]

wait  = false

locations = []

notifications = []

loop:

if not wait:

select random in {0, 1, 2}

if  random == 1: right

if random == 2: left

generate positionMatrix

generate senseMatrix from positionMatrix

update map using senseMatrix
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if a cell was updated to 100 broadcast(OCCUPIED(cellX, cellY))

if a cell was updated to -100 broadcast(FREE(cellX, cellY)) message

if scan > 20 and cell in front within bounds:

broadcast(NOTIFY(forwardsX, forwardsY))

wait = true

else:

if (forwardsX, forwardsY) not in locations and not in notifications:

forwards

wait = false

else:

select random1 in {0, 1}

if random1 == 1:

select random2 in {0, 1}

if  random2 == 0: left

if  random2 == 1: right

wait = false

else:

broadcast(NOTIFY(forwardsX, forwardsY))

broadcast(LOCATE(X,Y))

upon receive  OCCUPIED(x,y):

map[x,y] = 100

upon receive  NOTIFY(x,y):

map[x,y] = -100

upon receive  LOCATE(x,y):

add (x,y) to locations
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upon receive  NOTIFY(x,y):

add (x,y) to notifications

8.5.8.3 Example runs
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Figure 33: "Random Walk with Communications  2.0" algorithm with 
a swarm size of 5 for 10 iterations.
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Figure 34: "Random Walk with Communications  2.0" algorithm with 
a swarm size of 5 for 20 iterations.

Figure 35: "Random Walk with Communications  2.0" algorithm with 
a swarm size of 5 for 30 iterations.
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Figure 36: "Random Walk with Communications  2.0" algorithm with 
a swarm size of 5 for 40 iterations.

Figure 37: "Random Walk with Communications  2.0" algorithm with 
a swarm size of 5 for 50 iterations.
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Figure 38: "Random Walk 2.0" algorithm with a swarm size of 5 for 60
iterations.
Figure 38: "Random Walk with Communications  2.0" algorithm with 
a swarm size of 5 for 60 iterations.

Figure 39: "Random Walk with Communications 2.0" algorithm with a
swarm size of 5 for 70 iterations.
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8.5.8.4 Algorithm 5 with non-communicating robots

To demonstrate the benefits of using communication to share the locations of cells discovered to be 
occupied or free, a version of algorithm 5 where the communication of some robots could be 
disabled. Here, messages related to collision avoidance are still permitted, whilst the use of FREE 
and OCCUPIED will be disallowed. The examples shown below will all be for 50 iterations, but the
number of non-communicating robots will vary.
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Figure 40: "Random Walk with Communication 2.0" algorithm with a 
swarm size of 11 for 50 iterations with the communication on 1 robot 
disabled (robot 0)
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Figure 41: "Random Walk with Communication 2.0" algorithm with a 
swarm size of 11 for 50 iterations with the communication on 2 robots 
disabled (robots 0 and 3)

Figure 42: "Random Walk with Communication 2.0" algorithm with a 
swarm size of 11 for 50 iterations with the communication on 3 robots 
disabled (robots 0, 3 and 6)
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As you can see from the images above, the performance of the robots who’s communication has 
been disabled is dramatically lower than their peers who are able to communicate. The performance
of the swarm as a whole is also degraded when some members of the swarm are not contributing to 
the collective knowledge of the swarm. This is particularly apparent in figure 40 where dramatically
less occupied cells have been discovered when compared to figure 37 through 39. In a real world 
scenario, physically disabling the communication of robots would also disable the collision 
avoidance mechanisms and likely result in collisions between robots or mistakenly considering 
other robots as part of the environment. This could only be avoided with the addition of more 
advance sensors allowing robots to differentiate between other robots and static parts of the 
environment. 
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Figure 43: "Random Walk with Communication 2.0" algorithm with a 
swarm size of 11 for 50 iterations with the communication on 4 robot 
disabled (robots 0, 3, 6 and 10)
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8.5.9 Algorithm 6 – “Least populated heuristic”

8.5.9.1 Description

Following algorithm 5, we now have an algorithm that performs reasonably well and robots that are
aware of the locations of other robots around it. This means that the robots can now incorporate 
some sort of decision making based on a heuristic when deciding where to turn instead of turning 
randomly as in the previous algorithms. 

In algorithm 6, the robots will aim to steer themselves towards the least densely populated regions 
of the map. This will be achieved by first calculating the number of robots to the left and right of 
each robot relative to the robot’s location and rotation using information from LOCATE messages. 
Next, instead of randomly performing one of {Right, Left, Nothing} with a 1/3 chance of each as in 
algorithms 3 through 5, we will weight the chances of turning right or left based on the number of 
other robots around the robot. The result of this is that there will be a greater chance of turning left 
if there are more robots are to the right of the steering robot, and vice versa. The chance of doing 
nothing will still be approximately 1/3. If a robot is not within communication range of any other 
robots, it will revert to the steering method used in algorithms 3 through 5.

8.5.9.2 Pseudo-code

Y = x0

X = y0

R = 0

map[x,y] = 0 for all x in [0, xMax], y in [0, yMax]

wait  = false

locations = []

notifications = []

loop:

if not wait:

left = count robots to left

right = count robots to right

if left + right > 0:

select random in range(0, left + right + (left+right/2))

if random < left: right

else if random >= left and random < left + right: left
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else:

select random in {0, 1, 2}

if  random == 1: right

if random == 2: left

generate positionMatrix

generate senseMatrix from positionMatrix

update map using senseMatrix

if a cell was updated to 100 broadcast(OCCUPIED(cellX, cellY))

if a cell was updated to -100 broadcast(FREE(cellX, cellY)) message

if scan > 20 and cell in front within bounds:

broadcast(NOTIFY(forwardsX, forwardsY))

wait = true

else:

if (forwardsX, forwardsY) not in locations and not in notifications:

forwards

wait = false

else:

select random1 in {0, 1}

if random1 == 1:

select random2 in {0, 1}

if  random2 == 0: left

if  random2 == 1: right

wait = false

else:

broadcast(NOTIFY(forwardsX, forwardsY))

broadcast(LOCATE(X,Y))

upon receive  OCCUPIED(x,y):

map[x,y] = 100
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upon receive  NOTIFY(x,y):

map[x,y] = -100

upon receive  LOCATE(x,y):

add (x,y) to locations

upon receive  NOTIFY(x,y):

add (x,y) to notifications
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8.5.9.3 Example runs
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Figure 44: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 10 iterations.

Figure 45: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 20 iterations.
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Figure 46: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 30 iterations.

Figure 47: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 40 iterations.



Jamie Munro Final Year Project

72 of 149

Figure 48: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 50 iterations.

Figure 49: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 60 iterations.
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As you can see from the images above, the “least populated heuristic” algorithm is able to achieve 
reasonably complete maps early on, however it’s progress begins to stall after about 30 iterations. 
This is likely because the pressure to stay away from other robots ends up directing robots away 
from the unexplored areas of the map.

8.5.10 Algorithm 7 – “Least explored heuristic”

8.5.10.1 Description

Algorithm 7 is also based on algorithm 5 but introduces an alternative steering heuristic. In this 
algorithm, the robots will aim to turn towards the least explored areas of the map. This will be 
achieved by searching the robots map for cells that are still set to 0, and determining which side of 
the robot has more such cells.

8.5.10.2 Pseudo-code

Y = x0

X = y0

R = 0
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Figure 50: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 70 iterations.
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map[x,y] = 0 for all x in [0, xMax], y in [0, yMax]

wait  = false

locations = []

notifications = []

loop:

if not wait:

left = count unexplored cells to left

right = count unexplored cells to right

if left + right > 0:
select random in range(0, left + right + (left+right/2))

if random < left: right

else if random >= left and random < left + right: left

generate positionMatrix

generate senseMatrix from positionMatrix

update map using senseMatrix

if a cell was updated to 100 broadcast(OCCUPIED(cellX, cellY))

if a cell was updated to -100 broadcast(FREE(cellX, cellY)) message

if scan > 20 and cell in front within bounds:

broadcast(NOTIFY(forwardsX, forwardsY))

wait = true

else:

if (forwardsX, forwardsY) not in locations and not in notifications:

forwards

wait = false

else:

select random1 in {0, 1}

if random1 == 1:

select random2 in {0, 1}

if  random2 == 0: left
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if  random2 == 1: right

wait = false

else:

broadcast(NOTIFY(forwardsX, forwardsY))

broadcast(LOCATE(X,Y))

upon receive  OCCUPIED(x,y):

map[x,y] = 100

upon receive  NOTIFY(x,y):

map[x,y] = -100

upon receive  LOCATE(x,y):

add (x,y) to locations

upon receive  NOTIFY(x,y):

add (x,y) to notifications
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8.5.10.3 Example runs
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Figure 51: "Least Explored Heuristic” algorithm with a swarm size of 
5 for 10 iterations.

Figure 52: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 20 iterations.
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Figure 53: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 30 iterations.

Figure 54: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 40 iterations.
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Figure 55: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 50 iterations.

Figure 56: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 60 iterations.
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As you can see from the images above, algorithm 7 is capable of achieving fairly complete maps, 
certainly in terms of free cells, early on. However, we again see that progress begins to stall early 
on, after around 30 iterations. This is likely because the number of unexplored cells becomes low, 
making it more difficult for the robots to choose a productive steering move. In addition as the 
number of unexplored cells reduces, the robots become more crowded as they all seek the same 
unexplored areas, and this results in an increase in redundancy and likelihood of having to wait for 
another robot to move.

8.5.11 Algorithm 8 – “Hybrid heuristics”

8.5.11.1  Description

In algorithm 6, we calculate a left and right population score for how many robots are on the left 
and right of the robot. We then bias steering towards the lower of these two values. We will refer to 
these scores as lp and rp respectively.

In algorithm 7, we calculate a left and right exploration score for how many unexplored cells lie to 
the left and right of the robot. We then bias steering towards the higher of these two values. We will
refer to these scores as le and re respectively.
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Figure 57: "Least Populated Heuristic” algorithm with a swarm size 
of 5 for 70 iterations.
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It is clear that neither of the heuristics attempted so far have been ideal solutions, but perhaps by 
combining them, a better performance can be achieved. To achieve this, we will calculate a single 
value for left and right based off the 4 scores presented above, as shown in equations 45 and 46 
respectively.

l=a
l e

n
+b

r p

N
(45)

r=a
re

n
+b

l p

N
(46)

Where n is the total number of cells making up the map, N is the number of robots in the swarm and
a and b are adjustable parameters. The robots steering will then be biased towards the higher of 
these two values. Note that the left and right scores shown in (45) and (46) combine exploration and
population scores linearly, but pair up two scores from the opposite directions. This is because the 
robots should steer towards the highest exploration score but the lowest population score.

8.5.11.2  Pseudo-code 

Y = x0

X = y0

R = 0

map[x,y] = 0 for all x in [0, xMax], y in [0, yMax]

wait  = false

locations = []

notifications = []

a = 0.5 

b = 0.5 

loop:

if not wait:

le = count unexplored cells to left

re = count unexplored cells to right

lp = count robots to left

rp = count robots to right

l = a * le/(xMax * yMax) + b * rp/(n_swarm)

r = a * re/(xMax * yMax) + b * lp/(n_swarm)
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left = l * 20/(l+r)

right = r * 20/(l+r)

select random in range(0, 30)

if random < left: left

else if random >= left and random < left + right: right

generate positionMatrix

generate senseMatrix from positionMatrix

update map using senseMatrix

if a cell was updated to 100 broadcast(OCCUPIED(cellX, cellY))

if a cell was updated to -100 broadcast(FREE(cellX, cellY)) message

if scan > 20 and cell in front within bounds:

broadcast(NOTIFY(forwardsX, forwardsY))

wait = true

else:

if (forwardsX, forwardsY) not in locations and not in notifications:

forwards

wait = false

else:

select random1 in {0, 1}

if random1 == 1:

select random2 in {0, 1}

if  random2 == 0: left

if  random2 == 1: right

wait = false

else:

broadcast(NOTIFY(forwardsX, forwardsY))

broadcast(LOCATE(X,Y))

upon receive  OCCUPIED(x,y):
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map[x,y] = 100

upon receive  NOTIFY(x,y):

map[x,y] = -100

upon receive  LOCATE(x,y):

add (x,y) to locations

upon receive  NOTIFY(x,y):

add (x,y) to notifications

8.5.11.3 Parameter Tuning

As clear from examination of equations (45) and (46), the parameters a and b control the influence 
of the exploration and population scores on the steering bias. We will determine the optimal 
parameters by plotting A and D scores across iterations for various combinations of a and b 
parameters.

8.5.11.3.1 10 iterations
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Figure 58: A scores for corresponding a and b 
parameters after 10 iterations of algorithm 8.

Figure 59: D scores for corresponding a and b 
parameters after 10 iterations of algorithm 8.
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8.5.11.3.2 30 iterations

70 iterations
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Figure 60: A scores for corresponding a and b 
parameters after 30 iterations of algorithm 8.

Figure 61: D scores for corresponding a and b 
parameters after 30 iterations of algorithm 8.

Figure 62: A scores for corresponding a and b 
parameters after 70 iterations of algorithm 8.

Figure 63: D scores for corresponding a and b 
parameters after 70 iterations of algorithm 8.
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8.5.11.3.3 Conclusions

As discussed in section 8.14, higher values for A score are desirable, whilst lower values for D score
are desirable. In iteration 10, the highest A score was 0.459 and was achieved when the a value was 
1 and b value 0. This configuration also achieved the lowest D score of 54.79. In iteration 30, the 
highest A score was 0.778 and was achieved when the a value was 1 and the b value 0.5. This 
configuration also achieved the best D score of 23.52. In iteration 70, the best A score was 0.862 
and the best D score was 14.3. These scores were achieved when a value was 0.25 and the b value 
0. From these results, it would seem that a higher value of A that slowly tapers off as the map 
becomes more complete would be ideal. It’s also apparent that lower B values are ideal. For the 
example runs below, we will use an a value of 1 and a b value of 0.25.

Table 2: Summary of results from algorithm 8, parameter tuning experiment

Iteration Best A Score Best D Score a Parameter b Parameter

10 0.459 54.79. 1 0

30 0.778 23.52 1 0.5

70 0.862 14.3 0.25 0

8.5.11.4  Example runs
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Figure 64: "Hybrid Heuristic” algorithm with a swarm size of 5 for 10
iterations.
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Figure 65: "Hybrid Heuristic” algorithm with a swarm size of 5 for 20
iterations.

Figure 66: "Hybrid Heuristic” algorithm with a swarm size of 5 for 30
iterations.
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Figure 67: "Hybrid Heuristic” algorithm with a swarm size of 5 for 40
iterations.

Figure 68: "Hybrid Heuristic” algorithm with a swarm size of 5 for 50
iterations.
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Figure 69: "Hybrid Heuristic” algorithm with a swarm size of 5 for 60
iterations.

Figure 70: "Hybrid Heuristic” algorithm with a swarm size of 5 for 70
iterations.
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As you can see, the performance in algorithm 8 does not seem to be a dramatic improvement on that
achieved in algorithm 7. This might suggest that we have not found the optimal parameters for A 
and B, or it might suggest that a hybrid approach is unnecessary.

9 Testing and Evaluation
In this section, the performance of some of the algorithms discussed in section 8 will be tested and 
compared across 5 test environments. We will also compare the performance across swarm sizes. 
The A and D scores across the iterations will be discussed, and the algorithms will be critically 
evaluated. As algorithms 1, 2, 3 and 4 do not fully meet the goals of this project, either by failing to 
build a complete map, by not operating as team or by not avoiding collisions; this section will only 
be concerned with Algorithms 5 (Random walk with communication 2.0, 6 (Least populated 
heuristic), 7 (Least explored heuristic) and 8 (Hybrid heuristics).

9.1  Test Environments

9.1.1 Env10
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Figure 71: Env10 is a simple 10x10 square
environment.
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9.1.2 Env20

9.1.3 Map1
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Figure 72: Env20 is a simple 20x20 square 
environment.

Figure 73: Map1 is 10x10 square environment 
with a number of walls and obstacles.
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9.1.4 Map2

9.1.5 Map3
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Figure 74: Map2 is a 20x20 square environment 
with obstacles designed to be similar to an 
outdoor space.

Figure 75: Map3 is 20x20 square environment 
with rooms and corridors designed to be similar 
to an indoor environment.
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9.2  Performance

9.2.1 Performance scores across algorithms

In this section we will compare the performance of the 4 algorithms across iterations. We will 
independently look at 2 scenarios, one in which the swarm size is four, and another where the 
swarm size is 8.

By observing the graphs below, one fact becomes immediately obvious – the “hybrid” algorithm is 
the worst performing algorithm out of any tested here. Whilst it is able to achieve a somewhat 
passable result on some of the smaller maps, it is completely outclassed for larger map sizes. This 
suggests that the parameters are not set optimally, or just that it does not make sense to combine the 
two other heuristics.

For the remaining three algorithms, the results are less clear cut. Each algorithm achieves the best 
accuracy score after maximum iterations for at least one map. The “least populated heuristic” 
algorithm comes out on top twice, the “least explored heuristic” three times, and the “random walk 
with communications 2.0” algorithm achieves the best score the most times with a total of 5.

On map2 and map3, which are the most difficult maps, the “least explored heuristic” algorithm 
consistently experienced the highest change in accuracy for the first 70 to 100 iterations. This is less
obvious, but can also be seen on env20. This suggests that the least explored heuristic is most useful
early on in the mapping process, guiding robots towards less explored regions of the map. On map3,
the “least explored heuristic” algorithm retains this lead for both swarm sizes after the maximum 
iteration is reached. 

In the later halves of the graphs, the “random walk with communications 2.0” algorithm typically 
experiences the greatest increase in performance. This also suggests that heuristics become less 
useful as the mapping task progresses. Particularly in more complex environments, turning towards 
unexplored cells may not be helpful as there may be obstacles between the robot and the free space 
that the heuristic is not aware of.

The “least populated heuristic” see fairly unstable performance across the various maps. This 
suggests that the algorithm has unreliable performance and is probably greatly influenced by the 
starting position of the robots (which are random). It also seems to perform better when the swarm 
size is 8, which is understandable as that would give more robots to consider as part of its heuristic.

Throughout the results presented here, “random walk  with communications 2.0” achieves the best 
result the most times, and always performs well, if not the best. It is also more consistent than the 
other algorithms tested and has the most simple implementation. This suggests that the other 
algorithms could be improved by reducing the strength of their heuristics and making their decision-
making more random.
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9.2.1.1 Env10
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Figure 76: Graphs plotting performance (A score and D score) against iterations 
on env10 with a swarm size of 4

Figure 77: Graphs plotting performance (A score and D score) against iterations 
on env10 with a swarm size of 8
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9.2.1.2 Env20
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Figure 78: Graphs plotting performance (A score and D score) against iterations 
on env20 with a swarm size of 4

Figure 79: Graphs plotting performance (A score and D score) against iterations 
on env20 with a swarm size of 8
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9.2.1.3 Map1
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Figure 80: Graphs plotting performance (A score and D score) against iterations 
on map1 with a swarm size of 4

Figure 81: Graphs plotting performance (A score and D score) against iterations 
on map1 with a swarm size of 8
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9.2.1.4 Map2
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Figure 82: Graphs plotting performance (A score and D score) against iterations 
on map2 with a swarm size of 4

Figure 83: Graphs plotting performance (A score and D score) against iterations 
on map2 with a swarm size of 8
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9.2.1.5 Map3
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Figure 84: Graphs plotting performance (A score and D score) against iterations 
on map3 with a swarm size of 4

Figure 85: Graphs plotting performance (A score and D score) against iterations 
on map3 with a swarm size of 8
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9.2.2Performance across swarm sizes

In this section we will investigate and compare the impact of the swarm size on the performance of 
the algorithms. For this comparison we will use the two most challenging maps: map2 and map3 
and compare their performance independently at iteration 100 and iteration 250. We will use swarm 
sizes of 1, 4, 8, 16 and 32.

It is clear from the graphs below that the performance of all three algorithms improves as the swarm
size is increased. However, we appear to get diminishing returns, with varying the swarm size 
between 1 and 10 offering the greatest rate of change. The performance gains tail off substantially 
after a swarm size of 15. 

The “random walk with communication 2.0” algorithm is usually able to achieve the best 
performance of any algorithm when given the maximum swarm size of 32, with this being the case 
for three out of the four scenarios. However, it’s performance is usually closely matched by the 
“least explored algorithm” which is able to beat it in one of the scenarios. 

The “hybrid” algorithm experiences poor performance during all of the scenarios. These graphs also
clearly show that the “least populated” algorithm consistently experiences poorer performance than 
the two top performing algorithms for most swarm sizes, however for very small swarm sizes, it 
occasionally performs marginally better.

From these results, it is difficult to differentiate between the “random walk with communication 
2.0” algorithm and the “least explored heuristic” algorithm for the greatest rate of improvement 
against swarm size. Both scale up well to larger swarm sizes and are able to achieve good 
performance. 

As both maps tested here are 20 by 20 cells, we are not able to determine the ideal relationship 
between swarm size and map size, but logically, a larger map would warrant a larger swarm size. In 
future experiments, this relationship should be examined in detail.
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9.2.2.1 Iteration 100
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Figure 86: Graphs plotting performance (A score and D score) against swarm size
on map2 after 100 iterations.

Figure 87: Graphs plotting performance (A score and D score) against swarm size
on map3 after 100 iterations.
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9.2.2.2 Iteration 250
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Figure 88: Graphs plotting performance (A score and D score) against swarm size
on map2 after 250 iterations.

Figure 89: Graphs plotting performance (A score and D score) against swarm size
on map3 after 250 iterations.
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9.3  Complexity
In this section we will discussed the time, space and communication complexities of each of the 4 
algorithms.

Table 3: Symbol definitions for complexity discussion.

Symbol Definition

Nswarm Number of robots in the swarm

Nmap Number of cells in the map (xmax * ymax)

9.3.1 Algorithm 5 – Random Walk with Communication 2.0

The code in the main loop for the “random walk with communication 2.0” algorithm simply selects 
a random direction to rotate to, scans and updates the map and then moves forwards if it is able too. 
This has a constant time complexity of O(1). However, the collision avoidance mechanism requires 
processing all of the LOCATE and NOTIFY messages. Each robot can send a maximum of one of 
each of these messages, so this means the robot could have received a maximum of 2Nswarm such 
messages. Processing these has time complexity that grows linearly with the number of messages. 
Therefore, the final time complexity of this algorithm is O(1 + 2Nswarm) which can be reduced to a 
linear complexity of O(n).

The maps generated as part of this project are represented as an xmax by ymax matrix, however, they 
are stored as flat array of size Nmap. This gives a space complexity that grows linearly with the size 
of the map. However, during each loop of the algorithm, memory will also need to be allocated to 
store incoming messages from other robots. Each robot can send a maximum of three messages 
during a loop: one LOCATE message, one NOTIFY message and one FREE/OCCUPIED message. 
This gives an additional space complexity that grows linearly with the number of robots in the 
swarm. The final space complexity of the “random walk with communication 2.0” algorithm is 
O(Nmap + 3Nswarm) which can be reduced to a linear complexity of O(n).

As mentioned previously, during each loop, each robot can send a maximum of three messages. 
This gives a communication complexity of O(3Nswarm) which can be reduced to a linear complexity 
of O(n). 

9.3.2 Algorithm 6 – Least populated heuristic

The “least populated heuristic” algorithm inherits the collision avoidance mechanic from the 
“random walk with communication 2.0” algorithm, and therefore also inherits the linear time 
complexity of O(Nswarm). However, as part of the heuristic to determine steering direction, the “least 
populated heuristic” algorithm must process all of the LOCATE messages again incurring an 
additional time complexity of O(Nswarm). This gives a final time complexity of O(2Nswarm) which can 
be reduced to a linear complexity of O(n).
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The space and communication complexities of this algorithm are the same as those in the “random 
walk with communication 2.0 algorithm”. These are O(Nmap + 3Nswarm) leading to O(n) and 
O(2Nswarm)  leading to O(n) respectively.

9.3.3 Algorithm 7 – Least explored heuristic

The “least explored heuristic” again inherits the collision avoidance mechanic from the “random 
walk with communication 2.0” algorithm, again inherits the linear time complexity of O(Nswarm). 
The heuristic for this algorithm requires processing the entire map to look for unexplored cells. This
has linear time complexity on the map size leading to a time complexity of O(Nmap). This gives a 
final time complexity of O(Nswam + Nmap) which can be reduced to a linear complexity of O(n).

The space and communication complexities of this algorithm are the same as those in the “random 
walk with communication 2.0 algorithm”. These are O(Nmap + 3Nswarm) leading to O(n) and 
O(2Nswarm)  leading to O(n) respectively.

9.3.4 Algorithm 8 – Hybrid heuristics

The “hybrid heuristics” algorithm inherits the collision avoidance mechanic as well as both 
heuristics from the previous algorithms. This leads to a time complexity of O(2Nswarm + Nmap) which 
can be reduced to a linear time complexity of O(n).

The space and communication complexities of this algorithm are the same as those in the “random 
walk with communication 2.0 algorithm”. These are O(Nmap + 3Nswarm) leading to O(n) and 
O(2Nswarm)  leading to O(n) respectively.

9.4  Evaluation
The algorithms presented here are all eventually capable of solving the problem of generating a map
of an unknown 2D space. None of the algorithms rely on having global communication available, 
and the processing performed by the robots is fully decentralised, there is no central authority or 
agent. We did not develop procedures to explicitly test weather the swarm supports dynamic adding 
and removing of members of the swarm, but as robots move in and out of communication range 
from each other constantly and rely on the use of broadcasts, there is no reason that they would not 
support this. This means that these algorithms meet the aim of the project.

The top performing algorithm through the tests were the “random walk with communication 2.0” 
algorithm and the “least explored heuristic”. Both exhibited strong performance over the iterations 
and scale well with swarm size. However, as the “random walk with communication 2.0” algorithm 
has slightly lower complexities and therefore resource requirements, this would appear to be the 
best algorithm developed as part of this project.

Meanwhile the “least populated heuristic” algorithm and the “hybrid heuristic” algorithm did not 
exhibit strong performances. The “least populated heuristic” was able to display some strengths, 
particularly on the smaller maps, but is ultimately too unstable due to the strong influence that 
starting positions have on this algorithm. The “hybrid heuristics” algorithm did not offer a strong 
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performance across any of the testing carried out here. This disappointment is compounded by the 
fact that this algorithm requires the most resources out of any of the algorithms tested here. That 
said, I believe that performance could be improved through careful tuning of the parameters, and 
possibly by reformulating equations (45) and (46). 

The graphs suggest that the some of the heuristics tested benefit the robots more early on and 
become more of a hindrance later on in the execution of the algorithms. Future works could exploit 
this property by weighting the impact of the heuristic based on the number of iterations that passed, 
gradually transitioning away from heuristics towards random steering.

The algorithms used here all assume that the robots are aware of their starting locations. This means
that the algorithms are actually solving the “mapping with known location” problem, which is an 
easier problem to solve then SLAM. In a real world environment, it is quite unlikely that the robots 
would be aware of their starting locations, especially in relation to one another. The robots location 
is also tracked in an absolute fashion relative to a global coordinate frame, instead of using a 
probability distribution. When a robot moves in the simulator, it moves to the precisely the location 
it expected to move to however in the real world this would be unlikely to happen, and the robots 
would need to assume that there was some uncertainty with regards to their location. The use of a 
probabilistic method would be an improvement.

The observation model used in these algorithms is also simple and not realistic. It simply weights 
the certainty of measurements based on the magnitude of the range measurement. This means that 
the algorithms assume that sensor readings on objects that are further away are less reliable. This is 
a realistic assumption, however, the underlying simulator always provides an accurate reading for 
such range measurement. In real world applications, these sensors (especially inexpensive ones) 
will be noisy and unreliable. When updating the map using these readings, simple additive certainty
values are used instead of a more complex and accurate probabilistic method.

10 Conclusions and Future work
The aim of this project was to map an unknown 2D environment using a swarm of simple robots. 
This aim was delivered in the form of four pseudo-code implementations of algorithms capable of 
performing this task. A number of objectives: exploring existing swarm mapping research, 
exploring general research in the fields of robotic mapping and robotic swarms and identifying real 
world use cases for swarm mapping, have all been delivered in the literature review section (section
6) of this project. The objective of designing and building a simple robot is documented in 
Appendix A. 

The best algorithm developed throughout this project was the “random walk with communication 
2.0” algorithm, which is capable of fully exploring a 2D map given enough iterations, avoids 
collisions with other robots and has low time, space and communication complexities. 

This project explored a number of heuristics to replace the random steering mechanism, but none 
were able to improve on the performance of the basic implementation of “random walk with 
communication 2.0”. Future works should look at alternative heuristics and modifying the 
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parameters of the existing heuristics developed as part of this project. Some of the testing of these 
algorithms also suggested that the heuristics were more useful early on in the execution of the 
algorithm and became less useful as time progressed. Future works could look at gradually reducing
the impact of the heuristics and becoming more random as time progresses.

The simulator developed as part of this project enabled rapid prototyping and experimentation with 
new algorithm ideas. It also enabled batch automation and data collection for many simulated runs 
of the algorithms tested in this project. This simulator may be of use in other projects. Future works 
could look at parallelising some of the processing performed by the simulator for further 
performance gains, as well as developing a more user friendly interface.

Unfortunately, due to time and budget constraints, this project was not able to compare the 
simulated performance of these algorithms against real robots. This is because the locomotive 
accuracy of the robots developed in this project was not sufficient to build accurate maps. This 
problem could be solved with the incorporation of a motor encoder to give the Arduinos feedback 
on their motion. See appendix A for more information. Future works should make the required 
changes to the robots and then test each of the algorithms discussed here against real world robots.

This project has shown that swarm mapping is possible, even on very simple and low cost 
platforms. This technology has a wide variety of applications that can push the boundaries of human
knowledge through exploration and help people in everyday life through applications such as 
mapping gas and water networks, or looking for medical issues inside the tiny passageways of the 
human body.
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Appendix A: Robot Design

Prototype 1 
Completed: 19/10/2020
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Figure 90: Rear view of Prototype 1 - Note the IR 
Receiver and Servo Motors behind large wheels Figure 91: Front view of Prototype 1. Note the 

Arduino development board.

Figure 92: Top view of Prototype 1. Note the LEGO 
Technic chassis and D battery power pack. Figure 93: Remote controller unit with 4 

buttons and IR LED.
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My order of electronics parts arrived at midday and I decided to spend the afternoon building my 
first robot as a primer to robotics. The goal of my first prototype was to create a quick crude robot 
that could move around and could be controlled by a second unit (remote control). I used the 
following parts:

• 2 x Arduino Uno

• 2 x Continuous servo motor 5V

• Large solder-less breadboard

• Small (credit card) solder-less breadboard

• LED

• IR Receiver

• IR LED

• Barrel jack to snap-on D battery holder

• D battery

• Assorted male-to-male jump leads

• Assorted LEGO Technic

• Blue Tack

• Jar lids

The prototype and control unit are powered by the inexpensive Arduino development board which 
uses an Atmel microcontroller. The Prototype consists of a simple LED IR receiver circuit complete
with LED to display signal reception and 2 servo motors mounted onto a LEGO Technic chassis. 
The control unit consists of 4 buttons and an IR LED output. Each button sends a different IR code. 
The prototype will either drive forwards/backwards or steer to the left/right based on the code 
received. 

The Prototype was a success and I was able to move the robot around using the controller. The 
range was reasonable, but struggled with line of sight. In future models I will experiment with 
increasing the number of IR transmitters and receivers. The chassis will need to be redesign with a 
view to reduce the overall size of the robot, aiming to get the whole robot to fit on a credit card. 
Much better rear wheels will need to be found to improve locomotive performance. The next stage 
in development will be adding a sensor so the robot can be program to autonomously avoid objects.
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Prototype 2
Completed: 27/10/2020

Prototype 2 was designed to build on Prototype 1 in a number of ways. The robot was designed to 
include the same circuitry for the IR receiver and motors from prototype 1 as well as the IR LED 
circuit from Prototype 1’s controller. The most significant improvement was the addition of an IR 
range finder sensor to allow the robot to detect objects in front of it. In addition to this, the footprint 
of the robot was redesigned to be much more compact and the power supply was converted over to 
a 4 x AA power pack doubling as the chassis baseplate. Finally, improved wheels would be used, 
offering the robot significantly greater traction.

The parts used to build Prototype 2 are much the same as Prototype 1, with a few changes:

• Arduino Uno

• 2 x Continuous servo motor 5V
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• 2 x 80mm servo wheels with rubber tread

• Small (credit card) solder-less breadboard

• Red LED

• IR receiver

• IR LED

• IR Range Finder

• 10uF Capacitor

• 1uF Capacitor

• 4 x AA Batteries

• 4 x AA battery pack with barrel jack connector

• Assorted male-to-male Jump leads

• 3 x male-to-female Jump leads

• Blue Tack

• Rubber bands

• Cable ties

• 30mm Castor Wheel

When it came to actually building the Prototype, the design stayed the same other then adding a 
further (small) wheel to the back of the robot to stabilise it, and changing which end was the front of
the robot. I ran into some significant challenges with noise on the IR range finder, resulting in it 
producing unusable results. I eventually solved this challenge using 2 capacitors (10uF and 1uF) to 
decouple the sensor’s supply, and by using an average of the last 50 data points. I wanted to ensure 
the robot could be easily dismantled and so used rubber bands to hold most of the parts together. 
Blue tack was used to fix the sensor onto the front of the robot and cable ties were used to bundle 
wires together to keep them out of the way. 

The robot was initially programmed to move around an environment randomly and take simple 
evasive action (rotate clockwise) when it sensed an object in front of it. However I plan to develop 
the program on the robot further and have the robot record its route to date and begin to build a 
simple map of the environment it has explored, as well as taking more complex and intelligent 
evasive action.
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Figure 95: Front-on view of 
Prototype 2

Figure 97: Offset view of Prototype 2

Figure 98: Bottom-up view of 
Prototype 2

Figure 96: Side-on view of 
Prototype 2

Figure 99: Rear view of Prototype 
2

Figure 100: Top-down view of Prototype 2



Jamie Munro Final Year Project

Prototype 3
Completed: 1/02/2021

 Prototype 3 addressed a number of shortcomings with prototype 2 identified during testing. The 
most significant change was the incorporation of an additional battery pack. During testing it was 
found the 4xAA battery was not sufficient to power the whole robot. This resulted in the motors 
firing at slightly different times and not at full power. To address this, the 4xAA battery pack was 
dedicated to servo motor usage, and an additional 9 volt cell was added to power the Arduino and 
circuitry. Additionally another IR receiver was added to improve IR communications range and a 
button was added as an input to the robot. 

EEPROM
The development of prototype 3 saw the first usage of EEPROM to store the saved map. The 
Arduino Uno has 512 bytes of EEPROM which can be read and written to on the fly, and retains it’s
value after powering off or resetting the Arduino.

Table 4: EEPROM address designation

Address 0 1..511

Designation State byte Saved Map

Table 5: State byte designations

Bit 0 1 2 3 4 5 6 7

Designation Robot Designation: 4-bit ID Saved 
Map 
Flag

Communication Protocol
Communication between robots is implemented using IR transmitters and receivers, similar to 
remote controlled devices such as televisions. The IR protocol used is NEC extended. There is 
debate surrounding the origins of the NEC protocol, but it seems to be the most widely used IR 
communication protocol. NEC is a 24-bit protocol, whilst NEC extended is 32-bits. For messages 
sent using NEC, a complete message consists of a 8-bit “address” field and an 8-bit “command” 
field. For NEC extended, the “address” value is extended to 16-bits. NEC also dictates that a 
message must be sent 3 times, and uses the remaining 8-bits for parity checks. 

For the communication protocol that I developed for the swarmlings, the “command” field is split 
into two 4-bit values – ADDRESS and COMMAND, and the “address” field is used as a 16-bit data
payload, interpreted according to the COMMAND.
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Table 6: ADDRESS designations (4-bit)

Value Represents

0x0 Base Station

0x1
Swarmlings (up to 14)...

0xe

0xf Broadcast

Table 7: COMMAND designations (4-bit)

Opcode Command Description Payload

0x0 PING Sender ID

0x1 OPEN Open connection Sender ID

0x2 CLOSE Close connection Sender ID

0x3 CMAP Request complete map transfer n/a

0x4 CMAPR Reply to CMAP 2 cells per transfer*

0x5 QMAP Query Map 2 query cells

0x6 QMAPR Reply to QMAP 2 query cells 

0x7 undefined

0x8 undefined

0x9 undefined

0xa undefined

0xb undefined

0xc GO Begin mapping n/a

0xd PAUSE Pause mapping n/a

0xe RESUME Resume mapping n/a

0xf RESET Reset Arduino n/a

*or (seq_no, cell)

Every time a signal is received by a robot, an interrupt is triggered. During the interrupt service 
routine, messages are decoded into the format described above and then stored in a message queue 
for processing at an appropriate time. I used Arduino-IRremote’s (https://github.com/Arduino-
IRremote) minimal receiver implementation to get this working.
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Key Challenges

Locomotive accuracy
The key challenge for inexpensive robots lacking advanced sensors is the lack of feedback during 
motion. In order for the robot’s internal model to be accurate, it must be (reasonably) sure that a 90 
degree rotation order actually results in a 90 degree rotation in the real world. Any discrepancies 
between the model and the actual state of the robot quickly spiral out of control and the robot loses 
track of its state in the real world. Inexpensive components, such as the servo motors in use here are
not able to perform consistently. In an ideal world, if we fire both motors in opposite directions  for 
a constant period of time, we should be able to select a constant that always results in a 90 degree 
pivot for a given surface and wheel diameter. However the low cost servos selected for this project 
have a number of defects that mean this is not the case. Firstly the servos are sensitive to the charge 
levels of the batteries, which means that even if a constant could be selected, it would only be 
accurate for a given battery charge level. Secondly, there is differential torque between the forward 
and backwards directions for these servos. And finally, the manufacturing tolerances are such that 
each servo would require it’s own finely tuned constant. For these reasons, the timing based 
approach is unlikely to work. The typical solution to this problem is the incorporation of some sort 
of feedback sensor that can give us another measure of our position. One example would be wheel 
encoders, a sensor that can track the rotation of the robot’s wheels. This could be implemented as a 
simple light shining through the gaps in the wheels, and a light sensor detecting and counting breaks
in the beam. However this would require additional circuitry that we do not have the budget for.

Collision
Due to the lack of advanced sensors, the robots will be unable to detect collisions after they happen 
and so will enter an undefined state. This will mean that the robot will think it is in a different 
position to where it is in the environment, which will render all of it’s findings after the collision 
useless. In order to avoid this, the robots will need to communicate with the goal of ensuring that no
nearby robots are planning on entering the cell that it is about to enter. It will also be important to 
select a cell size that encompasses the full bulk of the robot.

Conclusion
Unfortunately budget and time constraints meant that I was unable to implement a solution to the 
locomotive accuracy challenge, and as a result was unable to test the simulated algorithms in the 
real world. That said, the designs discussed in this section form a solid base which could be built 
upon with the addition of motor encoders to create a capable test platform for the algorithms 
discussed as part of this project.
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Appendix B: Test Results

Parameter Tuning for Algorithm 8

Table 8: Results table for parameter tuning experiment. 

Parameters 10 iterations 30 iterations 70 iterations
a b A score D score A score D score A score D score

0 0 0.435 57.500 0.683 32.841 0.675 33.341
0 0.25 0.419 58.886 0.712 29.750 0.738 27.182
0 0.5 0.427 57.864 0.685 32.159 0.720 29.023
0 0.75 0.427 58.500 0.767 24.023 0.666 34.205
0 1 0.446 56.477 0.605 40.205 0.773 23.477

0.25 0 0.415 59.977 0.551 45.409 0.862 14.341
0.25 0.25 0.428 58.205 0.503 50.386 0.859 14.523
0.25 0.5 0.397 61.409 0.604 40.273 0.858 14.545
0.25 0.75 0.391 61.841 0.631 37.864 0.717 29.068
0.25 1 0.447 56.341 0.581 42.886 0.607 40.091
0.5 0 0.449 55.818 0.636 37.682 0.705 30.705
0.5 0.25 0.324 69.136 0.663 34.341 0.784 22.818
0.5 0.5 0.376 63.455 0.622 38.386 0.653 35.273
0.5 0.75 0.395 61.523 0.730 27.864 0.733 27.341
0.5 1 0.439 57.114 0.661 34.750 0.805 20.273

0.75 0 0.435 57.523 0.712 29.955 0.675 34.364
0.75 0.25 0.409 60.227 0.701 30.773 0.754 25.727
0.75 0.5 0.375 63.636 0.715 29.136 0.667 33.682
0.75 0.75 0.455 55.500 0.566 43.636 0.645 36.341
0.75 1 0.398 61.841 0.595 41.727 0.825 18.205

1 0 0.459 54.795 0.592 41.841 0.722 28.409
1 0.25 0.413 59.545 0.632 37.341 0.684 32.318
1 0.5 0.445 56.545 0.778 23.523 0.788 22.091
1 0.75 0.407 59.909 0.655 35.205 0.756 25.727
1 1 0.445 56.477 0.726 28.114 0.795 21.250

Performance against iterations

Env10

Table 9: Results table detailing performance against iterations for 4 algorithms in the env10 
environment.

Algorithm Size Iterations a avg a low a high d avg d low d high
Hybrid 4.000 10.000 0.253 0.210 0.330 76.625 72.500 79.000
Hybrid 4.000 20.000 0.460 0.430 0.510 55.375 52.500 57.000
Hybrid 4.000 30.000 0.485 0.460 0.530 54.438 52.500 55.750
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Hybrid 4.000 40.000 0.398 0.350 0.420 62.313 61.250 65.000
Hybrid 4.000 50.000 0.698 0.640 0.760 32.750 29.000 36.000
Hybrid 4.000 60.000 0.563 0.530 0.650 46.625 41.750 48.500
Hybrid 4.000 70.000 0.568 0.540 0.630 45.438 42.750 46.750
Hybrid 8.000 10.000 0.359 0.320 0.460 65.781 60.000 68.000
Hybrid 8.000 20.000 0.534 0.510 0.580 47.813 44.250 49.000
Hybrid 8.000 30.000 0.590 0.560 0.630 42.844 40.250 44.250
Hybrid 8.000 40.000 0.684 0.660 0.720 32.750 31.250 34.000
Hybrid 8.000 50.000 0.704 0.680 0.750 30.906 29.250 32.000
Hybrid 8.000 60.000 0.645 0.620 0.680 36.813 35.250 38.000
Hybrid 8.000 70.000 0.861 0.850 0.890 14.375 13.000 15.000
Least Explored 4.000 10.000 0.295 0.280 0.310 72.938 72.000 74.500
Least Explored 4.000 20.000 0.438 0.390 0.500 60.063 56.500 63.000
Least Explored 4.000 30.000 0.543 0.520 0.560 50.438 48.750 52.000
Least Explored 4.000 40.000 0.548 0.500 0.590 51.063 49.000 53.250
Least Explored 4.000 50.000 0.640 0.620 0.670 39.938 38.750 41.250
Least Explored 4.000 60.000 0.598 0.580 0.620 44.875 44.000 46.000
Least Explored 4.000 70.000 0.758 0.730 0.790 26.375 25.500 27.750
Least Explored 8.000 10.000 0.379 0.360 0.410 64.438 62.000 65.750
Least Explored 8.000 20.000 0.471 0.440 0.510 55.094 54.250 56.250
Least Explored 8.000 30.000 0.680 0.650 0.710 34.656 32.750 36.250
Least Explored 8.000 40.000 0.776 0.760 0.800 24.281 23.500 25.000
Least Explored 8.000 50.000 0.726 0.700 0.770 29.000 26.500 30.750
Least Explored 8.000 60.000 0.746 0.730 0.760 27.250 26.000 28.500
Least Explored 8.000 70.000 0.855 0.840 0.880 15.781 15.000 16.750
Least Populated 4.000 10.000 0.240 0.210 0.270 78.188 76.250 79.750
Least Populated 4.000 20.000 0.450 0.430 0.480 57.625 56.000 58.750
Least Populated 4.000 30.000 0.590 0.560 0.610 42.875 42.000 44.250
Least Populated 4.000 40.000 0.733 0.710 0.780 28.750 25.750 30.500
Least Populated 4.000 50.000 0.690 0.670 0.730 32.438 30.000 33.750
Least Populated 4.000 60.000 0.790 0.760 0.820 23.063 21.000 25.000
Least Populated 4.000 70.000 0.830 0.800 0.860 19.313 17.750 20.750
Least Populated 8.000 10.000 0.371 0.350 0.410 63.875 62.250 65.000
Least Populated 8.000 20.000 0.608 0.580 0.630 40.438 38.750 42.000
Least Populated 8.000 30.000 0.673 0.650 0.700 33.750 31.750 35.000
Least Populated 8.000 40.000 0.695 0.680 0.760 31.281 28.250 32.000
Least Populated 8.000 50.000 0.815 0.800 0.830 19.156 18.250 20.000
Least Populated 8.000 60.000 0.848 0.840 0.860 15.563 15.000 16.000
Least Populated 8.000 70.000 0.868 0.860 0.880 13.719 12.750 14.000
Random Walk 2 4.000 10.000 0.298 0.280 0.320 73.063 71.000 74.500
Random Walk 2 4.000 20.000 0.368 0.330 0.420 67.875 65.500 69.250
Random Walk 2 4.000 30.000 0.513 0.490 0.540 52.188 50.750 53.500
Random Walk 2 4.000 40.000 0.655 0.620 0.710 36.875 33.500 38.500
Random Walk 2 4.000 50.000 0.768 0.750 0.790 24.375 23.500 25.250
Random Walk 2 4.000 60.000 0.803 0.790 0.820 21.813 20.750 22.500
Random Walk 2 4.000 70.000 0.788 0.770 0.810 23.563 22.250 24.500
Random Walk 2 8.000 10.000 0.419 0.390 0.470 60.313 57.250 62.250
Random Walk 2 8.000 20.000 0.563 0.530 0.610 45.938 42.750 47.500
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Random Walk 2 8.000 30.000 0.733 0.710 0.760 27.813 26.750 29.000
Random Walk 2 8.000 40.000 0.775 0.730 0.830 24.750 20.750 27.000
Random Walk 2 8.000 50.000 0.861 0.850 0.880 14.469 13.000 15.000
Random Walk 2 8.000 60.000 0.880 0.870 0.890 12.469 11.500 13.000
Random Walk 2 8.000 70.000 0.903 0.890 0.910 10.500 9.750 11.000

Env20

Table 10: Results table detailing performance against iterations for 4 algorithms in the env20 
environment.

Algorithm Size Iterations a avg a low a high d avg d low d high
Hybrid 4.000 10.000 0.065 0.043 0.075 94.438 93.375 96.500
Hybrid 4.000 20.000 0.069 0.045 0.098 94.047 92.188 95.625
Hybrid 4.000 30.000 0.104 0.058 0.160 90.938 87.125 94.313
Hybrid 4.000 40.000 0.123 0.073 0.173 88.563 84.375 93.625
Hybrid 4.000 50.000 0.092 0.055 0.140 91.719 87.750 95.063
Hybrid 4.000 60.000 0.093 0.060 0.133 91.344 88.125 94.000
Hybrid 4.000 70.000 0.132 0.085 0.183 88.094 83.750 92.438
Hybrid 4.000 80.000 0.114 0.073 0.178 89.484 84.688 93.313
Hybrid 4.000 100.000 0.119 0.073 0.190 89.156 83.563 92.813
Hybrid 4.000 120.000 0.166 0.098 0.233 84.672 78.938 91.313
Hybrid 4.000 140.000 0.114 0.100 0.145 89.125 86.313 90.625
Hybrid 4.000 180.000 0.143 0.103 0.200 86.766 82.125 90.625
Hybrid 4.000 250.000 0.123 0.083 0.160 88.438 85.125 91.813
Hybrid 8.000 10.000 0.083 0.060 0.135 92.484 88.313 94.500
Hybrid 8.000 20.000 0.141 0.088 0.185 87.219 83.688 91.250
Hybrid 8.000 30.000 0.170 0.123 0.255 84.164 77.500 87.938
Hybrid 8.000 40.000 0.183 0.083 0.283 82.727 74.125 92.063
Hybrid 8.000 50.000 0.208 0.128 0.335 80.188 69.188 87.250
Hybrid 8.000 60.000 0.186 0.113 0.283 82.625 74.813 89.188
Hybrid 8.000 70.000 0.198 0.123 0.305 81.164 72.563 88.188
Hybrid 8.000 80.000 0.204 0.110 0.313 80.648 71.188 89.000
Hybrid 8.000 100.000 0.171 0.060 0.283 83.594 73.375 94.000
Hybrid 8.000 120.000 0.206 0.130 0.288 80.352 73.875 87.688
Hybrid 8.000 140.000 0.160 0.110 0.270 85.117 77.188 89.188
Hybrid 8.000 180.000 0.220 0.143 0.333 79.172 69.750 86.500
Hybrid 8.000 250.000 0.230 0.103 0.365 78.156 66.688 89.750
Least Explored 4.000 10.000 0.074 0.053 0.090 94.000 92.563 95.625
Least Explored 4.000 20.000 0.126 0.108 0.150 89.219 87.563 90.625
Least Explored 4.000 30.000 0.171 0.140 0.198 85.563 83.375 88.313
Least Explored 4.000 40.000 0.209 0.193 0.223 81.203 80.063 82.563
Least Explored 4.000 50.000 0.261 0.230 0.295 75.969 73.750 78.625
Least Explored 4.000 60.000 0.266 0.233 0.313 76.438 72.188 79.563
Least Explored 4.000 70.000 0.318 0.288 0.348 70.500 68.000 72.500
Least Explored 4.000 80.000 0.302 0.273 0.325 73.031 71.188 75.313
Least Explored 4.000 100.000 0.339 0.323 0.355 69.078 68.500 69.938

120 of 149



Jamie Munro Final Year Project

Least Explored 4.000 120.000 0.426 0.393 0.450 60.281 58.875 63.250
Least Explored 4.000 140.000 0.456 0.438 0.480 57.344 54.813 58.750
Least Explored 4.000 180.000 0.451 0.408 0.513 57.734 54.375 61.125
Least Explored 4.000 250.000 0.622 0.573 0.655 40.375 37.500 44.688
Least Explored 8.000 10.000 0.103 0.080 0.128 90.750 88.063 92.750
Least Explored 8.000 20.000 0.168 0.133 0.208 84.742 80.938 87.688
Least Explored 8.000 30.000 0.263 0.223 0.290 75.289 72.563 79.375
Least Explored 8.000 40.000 0.307 0.280 0.328 70.805 68.813 73.938
Least Explored 8.000 50.000 0.351 0.300 0.408 66.297 60.875 71.563
Least Explored 8.000 60.000 0.358 0.318 0.388 65.625 62.625 69.688
Least Explored 8.000 70.000 0.429 0.383 0.465 58.555 55.125 63.375
Least Explored 8.000 80.000 0.413 0.358 0.460 60.711 56.563 65.750
Least Explored 8.000 100.000 0.522 0.473 0.563 49.414 46.063 53.625
Least Explored 8.000 120.000 0.506 0.485 0.523 51.234 49.750 53.125
Least Explored 8.000 140.000 0.564 0.550 0.588 45.016 42.375 47.438
Least Explored 8.000 180.000 0.554 0.528 0.590 46.141 43.813 48.563
Least Explored 8.000 250.000 0.655 0.623 0.698 36.867 34.375 39.188
Least Populated 4.000 10.000 0.066 0.055 0.083 94.469 93.313 95.313
Least Populated 4.000 20.000 0.120 0.103 0.138 89.953 88.063 91.750
Least Populated 4.000 30.000 0.153 0.095 0.203 86.344 82.125 91.063
Least Populated 4.000 40.000 0.153 0.115 0.195 86.344 83.625 89.625
Least Populated 4.000 50.000 0.225 0.163 0.255 79.094 76.313 85.125
Least Populated 4.000 60.000 0.228 0.140 0.310 79.438 72.188 86.938
Least Populated 4.000 70.000 0.185 0.123 0.243 83.609 79.813 88.688
Least Populated 4.000 80.000 0.243 0.195 0.360 77.422 67.625 81.375
Least Populated 4.000 100.000 0.294 0.153 0.400 73.016 64.063 85.500
Least Populated 4.000 120.000 0.344 0.178 0.435 67.766 60.563 82.625
Least Populated 4.000 140.000 0.193 0.128 0.258 82.266 76.625 87.625
Least Populated 4.000 180.000 0.403 0.330 0.490 62.234 55.188 69.188
Least Populated 4.000 250.000 0.505 0.400 0.570 52.344 46.250 63.063
Least Populated 8.000 10.000 0.095 0.080 0.115 91.234 88.813 92.938
Least Populated 8.000 20.000 0.165 0.138 0.195 84.656 82.063 87.688
Least Populated 8.000 30.000 0.230 0.155 0.273 78.148 73.938 85.438
Least Populated 8.000 40.000 0.232 0.170 0.333 77.750 68.688 83.500
Least Populated 8.000 50.000 0.336 0.213 0.420 67.680 59.438 79.875
Least Populated 8.000 60.000 0.365 0.255 0.478 64.695 53.563 76.000
Least Populated 8.000 70.000 0.320 0.240 0.385 69.383 62.688 76.750
Least Populated 8.000 80.000 0.436 0.375 0.503 57.695 51.938 63.625
Least Populated 8.000 100.000 0.422 0.295 0.585 58.883 43.750 70.750
Least Populated 8.000 120.000 0.479 0.413 0.630 53.375 38.563 59.688
Least Populated 8.000 140.000 0.575 0.403 0.698 43.805 32.188 60.188
Least Populated 8.000 180.000 0.608 0.493 0.673 40.398 34.938 51.125
Least Populated 8.000 250.000 0.684 0.535 0.828 32.398 17.938 47.125
Random Walk 2 4.000 10.000 0.068 0.043 0.083 94.609 93.500 96.188
Random Walk 2 4.000 20.000 0.126 0.085 0.150 89.063 86.500 92.250
Random Walk 2 4.000 30.000 0.157 0.130 0.193 86.656 84.750 88.938
Random Walk 2 4.000 40.000 0.216 0.205 0.235 80.359 78.625 81.063
Random Walk 2 4.000 50.000 0.265 0.230 0.288 76.125 73.875 78.625
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Random Walk 2 4.000 60.000 0.268 0.198 0.345 76.188 70.313 82.500
Random Walk 2 4.000 70.000 0.221 0.193 0.250 80.031 76.813 84.063
Random Walk 2 4.000 80.000 0.324 0.275 0.368 70.391 66.625 74.563
Random Walk 2 4.000 100.000 0.306 0.253 0.348 72.047 68.500 76.750
Random Walk 2 4.000 120.000 0.344 0.203 0.438 69.063 60.813 81.188
Random Walk 2 4.000 140.000 0.383 0.305 0.478 64.219 55.500 71.938
Random Walk 2 4.000 180.000 0.557 0.475 0.613 46.969 42.313 54.625
Random Walk 2 4.000 250.000 0.569 0.378 0.690 45.391 33.125 63.500
Random Walk 2 8.000 10.000 0.080 0.065 0.108 92.867 90.625 94.563
Random Walk 2 8.000 20.000 0.145 0.075 0.220 86.719 79.813 92.938
Random Walk 2 8.000 30.000 0.190 0.140 0.243 82.469 78.250 86.438
Random Walk 2 8.000 40.000 0.279 0.228 0.380 73.789 64.750 78.688
Random Walk 2 8.000 50.000 0.303 0.215 0.418 71.359 61.063 78.750
Random Walk 2 8.000 60.000 0.399 0.313 0.495 61.938 53.063 70.000
Random Walk 2 8.000 70.000 0.338 0.228 0.463 67.617 55.625 77.813
Random Walk 2 8.000 80.000 0.437 0.358 0.530 58.586 49.750 67.188
Random Walk 2 8.000 100.000 0.531 0.488 0.590 48.656 42.375 54.188
Random Walk 2 8.000 120.000 0.593 0.458 0.693 42.172 33.000 54.813
Random Walk 2 8.000 140.000 0.634 0.560 0.720 38.039 28.438 45.688
Random Walk 2 8.000 180.000 0.701 0.593 0.760 30.984 25.000 42.250
Random Walk 2 8.000 250.000 0.774 0.635 0.878 23.219 12.688 36.688

Map1

Table 11: Results table detailing performance against iterations for 4 algorithms in the map1 
environment.

Algorithm Size Iterations a avg a low a high d avg d low d high
Hybrid 4.000 10.000 0.233 0.200 0.270 78.125 76.000 80.000
Hybrid 4.000 20.000 0.413 0.390 0.420 60.625 59.750 62.000
Hybrid 4.000 30.000 0.320 0.300 0.330 68.875 68.000 70.000
Hybrid 4.000 40.000 0.340 0.330 0.360 66.188 64.750 67.000
Hybrid 4.000 50.000 0.410 0.390 0.440 59.938 58.500 61.000
Hybrid 4.000 60.000 0.575 0.540 0.640 43.875 40.000 46.000
Hybrid 4.000 70.000 0.463 0.440 0.500 54.563 52.250 56.000
Hybrid 8.000 10.000 0.339 0.320 0.350 66.875 66.000 68.000
Hybrid 8.000 20.000 0.505 0.490 0.550 50.063 47.500 51.000
Hybrid 8.000 30.000 0.626 0.610 0.680 37.938 34.500 39.000
Hybrid 8.000 40.000 0.653 0.630 0.710 35.625 32.000 37.000
Hybrid 8.000 50.000 0.634 0.630 0.640 36.750 36.250 37.000
Hybrid 8.000 60.000 0.748 0.740 0.770 25.500 24.000 26.000
Hybrid 8.000 70.000 0.711 0.700 0.760 29.344 26.250 30.000
Least Explored 4.000 10.000 0.170 0.120 0.210 85.000 82.500 88.000
Least Explored 4.000 20.000 0.353 0.340 0.370 67.313 66.750 68.000
Least Explored 4.000 30.000 0.353 0.340 0.370 65.938 65.000 66.750
Least Explored 4.000 40.000 0.400 0.360 0.450 62.688 60.750 64.750
Least Explored 4.000 50.000 0.525 0.480 0.550 49.250 47.500 52.000
Least Explored 4.000 60.000 0.578 0.550 0.590 43.250 42.000 45.000
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Least Explored 4.000 70.000 0.670 0.640 0.700 34.625 32.750 36.250
Least Explored 8.000 10.000 0.386 0.360 0.410 62.594 61.000 64.000
Least Explored 8.000 20.000 0.461 0.440 0.480 54.906 53.500 56.000
Least Explored 8.000 30.000 0.668 0.650 0.720 34.000 31.000 35.000
Least Explored 8.000 40.000 0.744 0.720 0.770 26.688 25.500 28.000
Least Explored 8.000 50.000 0.755 0.740 0.790 25.188 22.750 26.000
Least Explored 8.000 60.000 0.678 0.660 0.700 33.031 31.750 34.000
Least Explored 8.000 70.000 0.834 0.820 0.860 17.313 16.000 18.000
Least Populated 4.000 10.000 0.243 0.230 0.250 76.938 76.000 78.250
Least Populated 4.000 20.000 0.333 0.310 0.360 68.125 67.000 69.000
Least Populated 4.000 30.000 0.463 0.450 0.480 55.313 54.250 56.000
Least Populated 4.000 40.000 0.395 0.360 0.440 62.938 60.750 64.750
Least Populated 4.000 50.000 0.458 0.430 0.490 55.000 53.000 57.000
Least Populated 4.000 60.000 0.570 0.550 0.610 44.000 41.750 45.000
Least Populated 4.000 70.000 0.443 0.420 0.470 56.750 55.250 58.000
Least Populated 4.000 80.000 0.690 0.650 0.770 32.938 28.500 35.000
Least Populated 8.000 10.000 0.323 0.310 0.340 68.156 67.000 69.000
Least Populated 8.000 20.000 0.378 0.370 0.410 62.594 60.750 63.000
Least Populated 8.000 30.000 0.638 0.630 0.650 36.594 35.500 37.000
Least Populated 8.000 40.000 0.621 0.610 0.650 38.375 36.750 39.000
Least Populated 8.000 50.000 0.630 0.620 0.650 37.500 36.500 38.000
Least Populated 8.000 60.000 0.681 0.670 0.710 32.438 31.250 33.000
Least Populated 8.000 70.000 0.774 0.770 0.790 22.781 21.750 23.000
Random Walk 2 4.000 10.000 0.280 0.250 0.310 73.250 71.250 75.000
Random Walk 2 4.000 20.000 0.355 0.330 0.410 67.375 64.250 69.000
Random Walk 2 4.000 30.000 0.405 0.370 0.470 61.000 57.250 63.000
Random Walk 2 4.000 40.000 0.500 0.480 0.510 51.438 50.750 52.500
Random Walk 2 4.000 50.000 0.525 0.490 0.550 49.063 47.750 51.000
Random Walk 2 4.000 60.000 0.630 0.610 0.650 38.188 37.000 39.250
Random Walk 2 4.000 70.000 0.743 0.720 0.770 27.125 25.750 28.250
Random Walk 2 8.000 10.000 0.413 0.390 0.440 60.031 57.250 61.250
Random Walk 2 8.000 20.000 0.639 0.620 0.670 36.906 35.250 38.000
Random Walk 2 8.000 30.000 0.730 0.710 0.780 27.750 24.500 29.000
Random Walk 2 8.000 40.000 0.674 0.660 0.700 33.375 32.250 34.000
Random Walk 2 8.000 50.000 0.828 0.820 0.840 17.563 17.000 18.000
Random Walk 2 8.000 60.000 0.846 0.840 0.860 15.563 14.500 16.000
Random Walk 2 8.000 70.000 0.846 0.840 0.870 15.594 13.750 16.000

Map2

Table 12: Results table detailing performance against iterations for 4 algorithms in the map2 
environment.

Algorithm Size Iterations a avg a low a high d avg d low d high
Hybrid 4.000 10.000 0.049 0.035 0.065 95.453 94.188 96.563
Hybrid 4.000 20.000 0.074 0.045 0.098 93.266 91.063 95.875
Hybrid 4.000 30.000 0.084 0.050 0.118 92.109 89.188 95.063
Hybrid 4.000 40.000 0.091 0.063 0.115 91.141 88.938 94.063
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Hybrid 4.000 50.000 0.088 0.055 0.128 91.578 87.688 94.563
Hybrid 4.000 60.000 0.104 0.060 0.158 90.078 85.625 94.063
Hybrid 4.000 70.000 0.170 0.115 0.215 83.375 79.125 88.688
Hybrid 4.000 80.000 0.119 0.075 0.190 88.734 82.688 92.563
Hybrid 4.000 100.000 0.138 0.068 0.188 86.719 83.188 93.375
Hybrid 4.000 120.000 0.137 0.068 0.218 86.875 80.000 93.250
Hybrid 4.000 140.000 0.125 0.095 0.175 87.891 83.500 90.688
Hybrid 4.000 180.000 0.143 0.073 0.235 86.266 78.188 92.938
Hybrid 4.000 250.000 0.121 0.070 0.150 88.531 85.625 93.375
Hybrid 8.000 10.000 0.079 0.055 0.110 92.430 89.500 95.063
Hybrid 8.000 20.000 0.110 0.065 0.143 89.375 86.063 93.688
Hybrid 8.000 30.000 0.136 0.090 0.198 86.922 82.125 91.375
Hybrid 8.000 40.000 0.129 0.085 0.168 87.594 84.188 91.500
Hybrid 8.000 50.000 0.148 0.098 0.210 85.742 79.813 90.313
Hybrid 8.000 60.000 0.218 0.115 0.303 78.828 70.813 88.500
Hybrid 8.000 70.000 0.193 0.093 0.260 81.156 74.750 91.125
Hybrid 8.000 80.000 0.204 0.143 0.248 80.133 76.438 86.000
Hybrid 8.000 100.000 0.204 0.145 0.350 80.352 68.000 86.125
Hybrid 8.000 120.000 0.178 0.138 0.225 82.922 78.063 86.500
Hybrid 8.000 140.000 0.250 0.100 0.398 75.672 62.125 90.063
Hybrid 8.000 180.000 0.241 0.148 0.343 76.523 67.188 85.500
Hybrid 8.000 250.000 0.258 0.133 0.350 74.617 66.188 87.063
Least Explored 4.000 10.000 0.064 0.058 0.068 94.484 93.875 95.063
Least Explored 4.000 20.000 0.097 0.083 0.115 91.297 89.563 93.375
Least Explored 4.000 30.000 0.120 0.083 0.143 88.781 86.938 92.000
Least Explored 4.000 40.000 0.191 0.185 0.198 82.188 81.688 82.500
Least Explored 4.000 50.000 0.181 0.153 0.208 83.203 81.063 85.500
Least Explored 4.000 60.000 0.294 0.273 0.320 72.438 69.875 74.438
Least Explored 4.000 70.000 0.251 0.235 0.285 76.188 72.625 77.875
Least Explored 4.000 80.000 0.296 0.278 0.323 71.734 69.625 73.250
Least Explored 4.000 100.000 0.338 0.293 0.365 68.172 65.188 72.688
Least Explored 4.000 120.000 0.362 0.343 0.383 64.781 64.000 65.875
Least Explored 4.000 140.000 0.355 0.345 0.368 65.969 65.313 66.688
Least Explored 4.000 180.000 0.422 0.403 0.445 59.188 57.750 60.938
Least Explored 4.000 250.000 0.368 0.350 0.380 64.438 63.813 65.250
Least Explored 8.000 10.000 0.089 0.068 0.123 91.781 88.375 93.688
Least Explored 8.000 20.000 0.189 0.150 0.220 81.836 78.688 85.625
Least Explored 8.000 30.000 0.233 0.180 0.273 77.461 73.500 82.500
Least Explored 8.000 40.000 0.297 0.260 0.340 71.336 66.875 74.813
Least Explored 8.000 50.000 0.301 0.195 0.348 70.734 66.125 81.188
Least Explored 8.000 60.000 0.314 0.245 0.358 69.438 66.250 76.000
Least Explored 8.000 70.000 0.367 0.353 0.400 64.102 61.688 66.188
Least Explored 8.000 80.000 0.392 0.375 0.415 61.633 59.688 63.438
Least Explored 8.000 100.000 0.455 0.323 0.515 55.234 49.188 68.063
Least Explored 8.000 120.000 0.431 0.423 0.455 57.766 55.438 58.813
Least Explored 8.000 140.000 0.421 0.405 0.443 58.758 57.438 60.000
Least Explored 8.000 180.000 0.515 0.483 0.535 49.156 47.688 52.313
Least Explored 8.000 250.000 0.501 0.468 0.540 50.789 47.250 53.813
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Least Populated 4.000 10.000 0.055 0.045 0.068 95.266 94.313 95.875
Least Populated 4.000 20.000 0.096 0.065 0.123 91.406 88.875 93.688
Least Populated 4.000 30.000 0.108 0.078 0.148 90.344 86.938 92.813
Least Populated 4.000 40.000 0.149 0.105 0.180 85.625 82.875 89.813
Least Populated 4.000 50.000 0.164 0.105 0.225 84.859 79.438 90.250
Least Populated 4.000 60.000 0.163 0.115 0.200 84.609 81.125 89.313
Least Populated 4.000 70.000 0.152 0.100 0.193 85.469 82.188 90.000
Least Populated 4.000 80.000 0.234 0.165 0.290 77.484 72.813 83.750
Least Populated 4.000 100.000 0.320 0.233 0.378 69.625 64.125 77.875
Least Populated 4.000 120.000 0.289 0.208 0.340 72.156 67.563 79.813
Least Populated 4.000 140.000 0.271 0.200 0.328 73.984 69.000 80.625
Least Populated 4.000 180.000 0.304 0.258 0.373 70.484 64.500 75.750
Least Populated 4.000 250.000 0.361 0.260 0.463 65.234 56.813 74.188
Least Populated 8.000 10.000 0.080 0.068 0.113 92.359 89.000 93.813
Least Populated 8.000 20.000 0.126 0.083 0.178 88.195 83.188 92.625
Least Populated 8.000 30.000 0.160 0.133 0.193 84.813 81.625 87.563
Least Populated 8.000 40.000 0.229 0.148 0.320 77.555 68.563 85.375
Least Populated 8.000 50.000 0.252 0.195 0.348 75.594 65.625 81.000
Least Populated 8.000 60.000 0.331 0.258 0.403 67.555 59.938 75.063
Least Populated 8.000 70.000 0.345 0.250 0.430 66.180 57.688 75.500
Least Populated 8.000 80.000 0.380 0.340 0.468 62.813 53.875 67.313
Least Populated 8.000 100.000 0.396 0.290 0.498 61.070 50.250 71.625
Least Populated 8.000 120.000 0.416 0.273 0.495 59.188 52.563 73.188
Least Populated 8.000 140.000 0.469 0.385 0.550 53.602 45.688 61.500
Least Populated 8.000 180.000 0.466 0.273 0.548 53.742 45.375 72.938
Least Populated 8.000 250.000 0.605 0.510 0.660 40.063 34.375 49.000
Random Walk 2 4.000 10.000 0.045 0.018 0.065 96.297 95.188 98.250
Random Walk 2 4.000 20.000 0.086 0.070 0.100 92.484 90.500 94.625
Random Walk 2 4.000 30.000 0.132 0.090 0.165 88.156 85.063 92.438
Random Walk 2 4.000 40.000 0.160 0.130 0.193 85.547 82.313 88.125
Random Walk 2 4.000 50.000 0.169 0.123 0.208 84.641 81.188 88.875
Random Walk 2 4.000 60.000 0.197 0.160 0.225 82.219 79.125 85.625
Random Walk 2 4.000 70.000 0.213 0.145 0.273 79.922 74.188 87.313
Random Walk 2 4.000 80.000 0.220 0.148 0.270 79.000 74.188 85.938
Random Walk 2 4.000 100.000 0.210 0.145 0.308 80.094 70.875 86.063
Random Walk 2 4.000 120.000 0.336 0.278 0.400 68.078 62.000 73.750
Random Walk 2 4.000 140.000 0.281 0.243 0.323 73.719 69.313 77.563
Random Walk 2 4.000 180.000 0.387 0.355 0.410 62.656 60.563 66.000
Random Walk 2 4.000 250.000 0.443 0.348 0.538 57.234 48.375 66.313
Random Walk 2 8.000 10.000 0.083 0.050 0.105 92.336 90.000 95.313
Random Walk 2 8.000 20.000 0.149 0.093 0.210 85.930 79.938 91.375
Random Walk 2 8.000 30.000 0.212 0.158 0.255 79.781 75.563 85.000
Random Walk 2 8.000 40.000 0.233 0.143 0.335 77.422 67.688 86.063
Random Walk 2 8.000 50.000 0.294 0.220 0.378 71.492 62.813 78.688
Random Walk 2 8.000 60.000 0.352 0.270 0.418 65.570 59.000 73.563
Random Walk 2 8.000 70.000 0.316 0.240 0.400 69.320 61.375 76.063
Random Walk 2 8.000 80.000 0.306 0.210 0.383 70.164 62.938 79.563
Random Walk 2 8.000 100.000 0.396 0.278 0.503 61.219 50.250 72.375
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Random Walk 2 8.000 120.000 0.397 0.283 0.478 61.031 53.313 71.813
Random Walk 2 8.000 140.000 0.460 0.358 0.515 54.781 49.313 64.750
Random Walk 2 8.000 180.000 0.569 0.475 0.703 43.781 30.875 53.250
Random Walk 2 8.000 250.000 0.580 0.343 0.690 42.539 31.313 65.938

Map3

Table 13: Results table detailing performance against iterations for 4 algorithms in the map3 
environment.

Algorithm Size Iterations a avg a low a high d avg d low d high
Hybrid 4.000 10.000 0.049 0.040 0.058 95.547 94.688 96.625
Hybrid 4.000 20.000 0.056 0.033 0.090 94.938 92.125 96.813
Hybrid 4.000 30.000 0.081 0.055 0.100 92.344 90.500 94.563
Hybrid 4.000 40.000 0.093 0.078 0.113 91.375 89.750 92.375
Hybrid 4.000 50.000 0.083 0.060 0.115 92.047 89.250 94.313
Hybrid 4.000 60.000 0.109 0.080 0.143 89.484 86.750 92.000
Hybrid 4.000 70.000 0.096 0.083 0.115 91.172 89.188 93.125
Hybrid 4.000 80.000 0.111 0.088 0.128 89.578 87.875 92.500
Hybrid 4.000 100.000 0.116 0.070 0.155 88.844 85.250 93.000
Hybrid 4.000 120.000 0.101 0.075 0.130 90.359 87.563 93.188
Hybrid 4.000 140.000 0.097 0.090 0.110 90.656 89.563 91.250
Hybrid 4.000 180.000 0.158 0.108 0.215 85.172 79.250 90.063
Hybrid 4.000 250.000 0.139 0.113 0.163 86.734 84.188 89.438
Hybrid 8.000 10.000 0.081 0.063 0.108 92.297 89.750 94.000
Hybrid 8.000 20.000 0.118 0.085 0.168 88.672 83.938 91.500
Hybrid 8.000 30.000 0.151 0.080 0.210 85.672 80.250 92.125
Hybrid 8.000 40.000 0.150 0.093 0.220 85.539 78.875 90.813
Hybrid 8.000 50.000 0.177 0.135 0.245 82.938 76.875 86.750
Hybrid 8.000 60.000 0.149 0.118 0.225 85.461 79.188 88.250
Hybrid 8.000 70.000 0.199 0.155 0.238 80.547 76.813 84.500
Hybrid 8.000 80.000 0.181 0.133 0.233 82.398 78.000 86.813
Hybrid 8.000 100.000 0.169 0.113 0.215 83.516 79.000 88.750
Hybrid 8.000 120.000 0.192 0.125 0.225 81.531 78.375 87.750
Hybrid 8.000 140.000 0.215 0.160 0.338 79.031 67.563 84.438
Hybrid 8.000 180.000 0.236 0.153 0.355 76.898 64.750 85.000
Hybrid 8.000 250.000 0.257 0.170 0.318 75.047 69.188 83.625
Least Explored 4.000 10.000 0.053 0.038 0.065 95.563 94.438 96.750
Least Explored 4.000 20.000 0.093 0.070 0.115 91.406 89.375 93.750
Least Explored 4.000 30.000 0.149 0.125 0.175 86.344 83.625 88.500
Least Explored 4.000 40.000 0.162 0.135 0.193 85.328 82.500 88.375
Least Explored 4.000 50.000 0.204 0.175 0.225 80.656 78.188 83.438
Least Explored 4.000 60.000 0.228 0.218 0.243 78.156 76.625 79.688
Least Explored 4.000 70.000 0.240 0.198 0.273 77.234 73.750 81.500
Least Explored 4.000 80.000 0.234 0.200 0.273 77.672 73.688 81.188
Least Explored 4.000 100.000 0.263 0.243 0.290 75.203 72.625 77.500
Least Explored 4.000 120.000 0.363 0.333 0.380 64.859 62.750 67.875
Least Explored 4.000 140.000 0.319 0.290 0.348 69.047 66.313 71.438
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Least Explored 4.000 180.000 0.446 0.423 0.488 56.719 53.000 59.250
Least Explored 4.000 250.000 0.464 0.435 0.485 54.828 53.250 57.688
Least Explored 8.000 10.000 0.093 0.070 0.135 91.359 87.188 93.500
Least Explored 8.000 20.000 0.158 0.083 0.205 84.930 80.438 92.063
Least Explored 8.000 30.000 0.210 0.148 0.258 79.742 74.875 85.750
Least Explored 8.000 40.000 0.233 0.190 0.298 77.523 71.750 81.500
Least Explored 8.000 50.000 0.287 0.220 0.330 72.172 68.125 78.750
Least Explored 8.000 60.000 0.312 0.243 0.360 69.672 64.563 76.500
Least Explored 8.000 70.000 0.346 0.323 0.388 66.031 61.438 68.875
Least Explored 8.000 80.000 0.398 0.373 0.430 60.930 57.500 63.063
Least Explored 8.000 100.000 0.434 0.398 0.458 57.445 54.563 61.500
Least Explored 8.000 120.000 0.465 0.430 0.508 54.055 50.375 57.625
Least Explored 8.000 140.000 0.490 0.440 0.515 51.703 49.063 56.563
Least Explored 8.000 180.000 0.509 0.488 0.543 49.836 47.250 52.125
Least Explored 8.000 250.000 0.551 0.525 0.593 45.680 41.813 47.500
Least Populated 4.000 10.000 0.055 0.045 0.068 95.375 94.438 95.938
Least Populated 4.000 20.000 0.106 0.060 0.148 90.484 86.875 94.188
Least Populated 4.000 30.000 0.127 0.078 0.158 87.984 85.063 92.688
Least Populated 4.000 40.000 0.145 0.093 0.173 86.594 83.688 91.188
Least Populated 4.000 50.000 0.125 0.095 0.168 88.047 84.250 91.000
Least Populated 4.000 60.000 0.143 0.095 0.200 85.969 80.625 90.500
Least Populated 4.000 70.000 0.209 0.150 0.265 80.594 75.438 86.500
Least Populated 4.000 80.000 0.167 0.135 0.208 83.875 80.063 86.938
Least Populated 4.000 100.000 0.236 0.190 0.323 77.609 69.750 81.938
Least Populated 4.000 120.000 0.088 0.068 0.115 91.484 89.250 93.250
Least Populated 4.000 140.000 0.206 0.135 0.273 80.203 73.625 87.250
Least Populated 4.000 180.000 0.122 0.103 0.143 88.250 86.563 90.500
Least Populated 4.000 250.000 0.288 0.160 0.373 71.906 63.313 84.250
Least Populated 8.000 10.000 0.070 0.060 0.090 93.313 91.375 94.375
Least Populated 8.000 20.000 0.128 0.100 0.185 87.984 81.813 90.938
Least Populated 8.000 30.000 0.170 0.130 0.230 83.617 77.563 87.688
Least Populated 8.000 40.000 0.229 0.150 0.318 77.758 69.125 86.125
Least Populated 8.000 50.000 0.248 0.203 0.320 75.758 68.250 79.938
Least Populated 8.000 60.000 0.280 0.185 0.340 72.563 66.750 81.813
Least Populated 8.000 70.000 0.293 0.205 0.408 71.219 59.938 80.000
Least Populated 8.000 80.000 0.289 0.228 0.430 71.664 57.938 77.750
Least Populated 8.000 100.000 0.390 0.283 0.468 61.469 53.750 71.813
Least Populated 8.000 120.000 0.412 0.300 0.515 59.422 49.125 70.625
Least Populated 8.000 140.000 0.485 0.350 0.598 52.156 40.750 66.000
Least Populated 8.000 180.000 0.440 0.310 0.560 56.547 45.500 69.250
Least Populated 8.000 250.000 0.533 0.373 0.658 47.172 35.500 62.813
Random Walk 2 4.000 10.000 0.058 0.043 0.070 95.234 94.250 96.500
Random Walk 2 4.000 20.000 0.081 0.073 0.095 92.922 92.125 93.938
Random Walk 2 4.000 30.000 0.104 0.073 0.155 90.531 86.625 93.250
Random Walk 2 4.000 40.000 0.148 0.120 0.195 86.094 82.063 89.125
Random Walk 2 4.000 50.000 0.189 0.148 0.243 82.766 77.750 87.125
Random Walk 2 4.000 60.000 0.178 0.138 0.208 83.484 80.250 87.438
Random Walk 2 4.000 70.000 0.216 0.178 0.245 79.609 76.313 83.625
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Random Walk 2 4.000 80.000 0.162 0.123 0.188 84.609 81.688 88.813
Random Walk 2 4.000 100.000 0.225 0.155 0.303 79.063 71.938 84.875
Random Walk 2 4.000 120.000 0.215 0.173 0.255 79.203 75.188 83.375
Random Walk 2 4.000 140.000 0.318 0.263 0.370 69.672 64.313 75.438
Random Walk 2 4.000 180.000 0.309 0.263 0.353 70.172 66.125 74.688
Random Walk 2 4.000 250.000 0.460 0.385 0.638 55.328 38.125 63.000
Random Walk 2 8.000 10.000 0.099 0.060 0.138 90.914 87.438 94.250
Random Walk 2 8.000 20.000 0.149 0.110 0.193 85.828 81.438 90.063
Random Walk 2 8.000 30.000 0.211 0.148 0.260 79.688 74.813 85.750
Random Walk 2 8.000 40.000 0.216 0.180 0.265 79.414 74.938 83.063
Random Walk 2 8.000 50.000 0.273 0.178 0.348 73.758 66.375 82.938
Random Walk 2 8.000 60.000 0.280 0.223 0.375 73.039 64.375 78.500
Random Walk 2 8.000 70.000 0.264 0.188 0.318 74.148 68.625 81.375
Random Walk 2 8.000 80.000 0.357 0.248 0.455 65.016 55.188 76.000
Random Walk 2 8.000 100.000 0.388 0.325 0.515 62.094 49.625 68.938
Random Walk 2 8.000 120.000 0.455 0.330 0.558 55.336 45.250 67.125
Random Walk 2 8.000 140.000 0.523 0.398 0.600 48.172 40.625 60.375
Random Walk 2 8.000 180.000 0.473 0.338 0.558 53.133 44.563 67.625
Random Walk 2 8.000 250.000 0.480 0.290 0.595 52.297 41.000 71.250

Performance against swarm size

Map2

Algorithm Size Iterations a avg a low a high d avg d low d high
Hybrid 1.000 100.000 0.058 0.058 0.058 95.063 95.063 95.063
Hybrid 4.000 100.000 0.119 0.088 0.185 88.781 83.500 91.438
Hybrid 8.000 100.000 0.161 0.103 0.248 84.570 77.000 89.938
Hybrid 16.000 100.000 0.320 0.173 0.460 68.418 54.750 82.750
Hybrid 32.000 100.000 0.434 0.223 0.688 57.872 33.183 77.938
Hybrid 1.000 250.000 0.088 0.088 0.088 92.000 92.000 92.000
Hybrid 4.000 250.000 0.117 0.075 0.150 88.797 85.625 93.188
Hybrid 8.000 250.000 0.335 0.220 0.473 67.172 53.438 78.188
Hybrid 16.000 250.000 0.267 0.173 0.333 73.637 67.313 83.000
Hybrid 32.000 250.000 0.499 0.248 0.735 51.845 31.585 75.250
Least Explored 1.000 100.000 0.128 0.128 0.128 89.188 89.188 89.188
Least Explored 4.000 100.000 0.298 0.275 0.315 71.547 70.375 73.688
Least Explored 8.000 100.000 0.411 0.380 0.428 59.656 58.000 62.438
Least Explored 16.000 100.000 0.552 0.420 0.618 45.612 39.135 58.250
Least Explored 32.000 100.000 0.708 0.473 0.785 34.149 26.680 55.193
Least Explored 1.000 250.000 0.338 0.338 0.338 70.438 70.438 70.438
Least Explored 4.000 250.000 0.488 0.480 0.503 52.719 51.063 54.250
Least Explored 8.000 250.000 0.529 0.513 0.540 47.891 46.875 49.125
Least Explored 16.000 250.000 0.690 0.563 0.750 31.944 26.855 44.063
Least Explored 32.000 250.000 0.819 0.580 0.860 23.383 19.240 45.938
Least Populated 1.000 100.000 0.190 0.190 0.190 84.188 84.188 84.188
Least Populated 4.000 100.000 0.208 0.175 0.235 80.188 77.500 83.125
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Least Populated 8.000 100.000 0.396 0.325 0.515 61.141 49.813 67.938
Least Populated 16.000 100.000 0.436 0.283 0.550 56.594 45.250 72.000
Least Populated 32.000 100.000 0.572 0.325 0.723 46.046 32.508 67.500
Least Populated 1.000 250.000 0.233 0.233 0.233 79.813 79.813 79.813
Least Populated 4.000 250.000 0.153 0.118 0.195 85.547 81.813 88.375
Least Populated 8.000 250.000 0.548 0.353 0.638 45.555 36.313 65.125
Least Populated 16.000 250.000 0.705 0.583 0.833 29.703 16.750 42.250
Least Populated 32.000 250.000 0.744 0.538 0.865 29.227 17.755 48.240
Random Walk 2 1.000 100.000 0.128 0.128 0.128 89.000 89.000 89.000
Random Walk 2 4.000 100.000 0.264 0.188 0.328 74.750 68.813 81.875
Random Walk 2 8.000 100.000 0.330 0.195 0.410 68.016 60.188 80.938
Random Walk 2 16.000 100.000 0.618 0.420 0.748 38.669 25.500 58.813
Random Walk 2 32.000 100.000 0.710 0.465 0.903 31.850 14.373 54.163
Random Walk 2 1.000 250.000 0.248 0.248 0.248 77.438 77.438 77.438
Random Walk 2 4.000 250.000 0.452 0.390 0.525 55.953 49.250 62.063
Random Walk 2 8.000 250.000 0.643 0.448 0.795 36.195 21.313 55.563
Random Walk 2 16.000 250.000 0.770 0.545 0.883 23.165 12.045 45.500
Random Walk 2 32.000 250.000 0.830 0.555 0.978 20.220 6.998 46.468

Map3

Algorithm Size Iterations a avg a low a high d avg d low d high
Hybrid 1.000 100.000 0.048 0.048 0.048 95.875 95.875 95.875
Hybrid 4.000 100.000 0.114 0.103 0.125 89.750 88.938 90.500
Hybrid 8.000 100.000 0.213 0.138 0.268 79.219 74.250 86.313
Hybrid 16.000 100.000 0.315 0.200 0.505 69.000 50.063 80.313
Hybrid 32.000 100.000 0.438 0.238 0.770 57.424 27.865 76.250
Hybrid 1.000 250.000 0.063 0.063 0.063 94.188 94.188 94.188
Hybrid 4.000 250.000 0.163 0.128 0.193 84.734 82.563 87.250
Hybrid 8.000 250.000 0.244 0.160 0.375 76.164 63.625 84.000
Hybrid 16.000 250.000 0.357 0.213 0.635 64.578 37.688 78.750
Hybrid 32.000 250.000 0.385 0.190 0.648 62.672 40.533 81.000
Least Explored 1.000 100.000 0.098 0.098 0.098 91.188 91.188 91.188
Least Explored 4.000 100.000 0.281 0.240 0.308 72.938 70.500 76.875
Least Explored 8.000 100.000 0.450 0.403 0.498 55.648 51.188 60.125
Least Explored 16.000 100.000 0.531 0.405 0.603 47.790 41.278 59.813
Least Explored 32.000 100.000 0.698 0.545 0.755 35.307 29.768 48.393
Least Explored 1.000 250.000 0.133 0.133 0.133 87.875 87.875 87.875
Least Explored 4.000 250.000 0.425 0.380 0.470 58.500 54.625 63.000
Least Explored 8.000 250.000 0.548 0.510 0.593 46.047 42.688 49.438
Least Explored 16.000 250.000 0.742 0.668 0.788 26.821 22.068 34.420
Least Explored 32.000 250.000 0.809 0.725 0.870 24.403 18.345 32.843
Least Populated 1.000 100.000 0.125 0.125 0.125 89.063 89.063 89.063
Least Populated 4.000 100.000 0.312 0.238 0.413 70.109 61.688 77.313
Least Populated 8.000 100.000 0.362 0.290 0.458 64.297 54.875 71.438
Least Populated 16.000 100.000 0.469 0.330 0.590 53.312 41.395 67.000
Least Populated 32.000 100.000 0.553 0.378 0.785 47.538 26.623 62.950
Least Populated 1.000 250.000 0.148 0.148 0.148 86.313 86.313 86.313
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Least Populated 4.000 250.000 0.371 0.275 0.443 63.531 56.375 73.375
Least Populated 8.000 250.000 0.602 0.475 0.705 40.055 29.563 52.500
Least Populated 16.000 250.000 0.663 0.533 0.795 33.989 21.165 46.750
Least Populated 32.000 250.000 0.710 0.558 0.878 31.897 16.915 46.255
Random Walk 2 1.000 100.000 0.140 0.140 0.140 87.875 87.875 87.875
Random Walk 2 4.000 100.000 0.256 0.185 0.315 75.813 70.000 82.500
Random Walk 2 8.000 100.000 0.384 0.270 0.495 62.195 51.313 73.375
Random Walk 2 16.000 100.000 0.535 0.360 0.700 46.877 30.313 64.000
Random Walk 2 32.000 100.000 0.660 0.438 0.880 36.549 16.168 56.250
Random Walk 2 1.000 250.000 0.145 0.145 0.145 86.438 86.438 86.438
Random Walk 2 4.000 250.000 0.434 0.368 0.493 57.688 52.000 64.250
Random Walk 2 8.000 250.000 0.545 0.318 0.705 46.078 30.125 68.250
Random Walk 2 16.000 250.000 0.751 0.623 0.913 25.168 9.418 37.750
Random Walk 2 32.000 250.000 0.844 0.660 0.958 19.494 8.395 36.090
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Appendix C: SLAM optimisations
This appendix contains  brief discussions about some of the techniques for optimising the SLAM 
problem that have achieved popularity in the literature.

State Augmentation
The SLAM problem can be boiled down to the estimation of a joint state composed of robot 
location and landmark locations. However, the motion model only affects the vehicle location 
estimation and the observation model only references a single robot-landmark pair. Due to this 
property, the complexity of the time-update step in the EKS-SLAM algorithm can be limited using 
state-augmentation techniques. 

At a time-step k the joint SLAM state vector xk = [xvk
T, mT] is composed of two parts: the robot 

location xvk and the set of map landmark locations  m. The motion model (3) propagates the only the
location states according to the set of control inputs uk whilst leaving the map states unchanged as 
shown in equation 47. 

xk=f (xk−1 , uk )=[f v (xvk−1 ,uk)

m ] (47)

In the canonical implementation of EKS-SLAM, the covariance predictions is computed according 
to equation 48 where ∇fx = ∂f/∂xk-1, ∇fu = ∂f/∂uk and Uk is a covariance describing the uncertainty of 
the control vector.

Pk|k−1=∇ f x P k−1|k−1 ∇ f x
T
+∇ f u U k ∇ f u

T (48)

This operation has cubic complexity on the number of landmarks, this is because of the matrix 
multiplication of the Jacobian ∇fx and the covariance matrix Pk-1|k-1. However, since only the location
states are affected by the motion model, the co-variance prediction equation can be re-written into a 
form that has linear complexity on the number of landmarks. This is shown in equation 49, where 
∇fv x = ∂fv/∂xv k-1, ∇fv u = ∂fv/∂uk  and

Pk−1|k−1=[ Pvv P vm

P vm Pmm] .

Pk|k−1=[∇ f vx
P vv ∇ f vx

T
+∇ f vu

U k ∇ f vu

T
∇ f vx

Pvm

Pvm
T

∇ f v x

T Pmm ] (49)

A similar process is followed when adding a new landmark to the state vector. A new landmark is 
initialise as a function of the robot location and an observation zk as shown in equation 50.

mnew=g (xvk , zk ) (50)

Augmented states are now a function of only a small number of existing states as shown in equation
49.
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xk
+
=[

x1

x2

g (xvk
, zk )

] (51)

This general idea of state augmentation can be applied whenever new states are a function of a 
subset of existing states. A comparison of equations 52 and 53 below with (47) and (49) will show 
that the SLAM prediction step is a special case of state augmentation in which the location state is 
augmented by the new location xv k and the previous pose xv k-1is removed by marginalisation. When 
formulated like this, the EKF prediction step and the process of adding new landmarks can be 
reduced to linear complexity calculations in respect to the number of landmarks. Optimising in this 
way does not reduce the accuracy of the EKS-SLAM algorithm.

[
x1

x2

f (x2 ,q)] (52)

[
P11

P12
T

∇ f x2
P12

T

P12

P22

∇ f x2
P22

P12 ∇ f x2

T

P2 ∇ f x2

T

∇ f x2
P22 ∇ f x2

T
+∇ f q Q∇ f q

T ] (53)

[2]

Partitioned Updates
For a canonical implementation of SLAM using EKF, the observation-update step involves 
updating all vehicle and map states every time a new measurement is taken. This means that the 
computation complexity scales quadratically with the number of landmarks. This complexity can be
reduced without impacting the accuracy of the algorithm by confining observation-updates to a 
small local region of the map, and then updating the global periodically. There are two basic 
partitioned update methods. The first method was used by the Compressed EKF (CEKF) algorithm 
[18] and the postponement SLAM algorithm [19]  and involves operating in a small local region of 
global map using global map co-ordinates for reference. The second method generates a short-term 
sub-map using locally referenced co-ordinates and is the approach taken by the constrained local 
sub-map filter (CLSF) algorithm [20] and the local map sequencing algorithm [21]. This approach 
is simpler and avoids large global covariances by performing high frequency operations in a local 
coordinate frame [2] and so it is covered in more detail below.

The local sub-map algorithm always maintains two independent SLAM estimates, as shown in 
equation 54 where xG is a map composed of a set of globally referenced landmarks mG, together 
with the global reference location of a sub-map coordinate frame xG

F and where xR is the local sub-
map with a locally referenced location xR

v and locally referenced landmarks mR as shown in figure 
101 (a) and (b) respectively.
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xG=[ xF
G

mG] , xR=[ xv
R

mR] (54)

As measurements are taken, standard SLAM updates are performed within the local sub-map and 
with reference only to those landmarks held in the local sub-map. At any time, it is possible to 
compute a global location estimate by simple vector summation of the locally referenced location 
and the global estimate of the sub-map coordinate frame. Periodically, an optimal global estimate is 
computed by registering the local sub-map with the global map, see figure 101 (c) and applying 
constraint updates on any features appearing in both maps. After this, a new local sub-map is 
generated and the process repeats. 

The sub-map method has three key advantages. Firstly, the number of landmarks that must be 
updated during each observation-update are limited to the those that are within the current local 
sub-map and therefore the observation-update complexity is independent of the total map size. 
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Figure 101: The constrained local sub-map filter. The SLAM 
frontier is constructed in a local map (b), which periodically 
registers with a global map (a) to produce (c) an optimal 
global estimate [2].
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Registering the local sub-maps with the global maps can be performed as a background task with a 
much lower update frequency, whilst still enabling global localisation estimates. A second 
advantage is that that there is lower uncertainty within the locally reference frame and so errors due 
to linearisation can be reduced. Finally, batch-registration (discussed below) can be used when 
registering the sub-maps to improve data association.

[2]

Sparsification
Canonical EKF-SLAM generates a state estimate x̂k and covariance matrix Pk which described the 
Gaussian probability density on the true state xk. Alternatively, these could be represented in 
information form using the information vector ŷk and information matrix yk. These are given in 
equations 55 and 56 respectively.

Yk = Pk
-1 (55)

 ŷk = Yk x̂k (56)

For large scale maps, the advantage of the information form is that many of the off-diagonal 
components of the normalised information matrix are very close to zero. Thrun et al. [22], [23] 
were the first to propose a sparsification procedure that allows near zero elements of the normalised 
information matrix to be set to zero. Once the information matrix is sparse, very efficient update 
procedures for information estimates can be developed with a relatively low loss of map accuracy.  
The work of Eustice et al. [24] eventually showed this initial solution to be inconsistent, however it 
lead to a considerable amount of further research on sparse SLAM solutions and eventually optimal 
and exactly sparse solution were achieved [25], [26], [27]. 

The key to exact sparsification is to notice that state augmentation is a sparse operation. The 
information-form equivalents to (52) and (53) are shown in equations 57 and 58 respectively, where
for simplicity the noise is assumed to be a zero-mean additive f(x2, q) = f(x2) + q.

[
y1

y2−∇ f x2

T Q−1
[ f (x2)−∇ f x2

x2]

Q−1
[f (x2)−∇ f x2

x2]
] (57)

[
Y11

Y 12
T

0

Y 12

Y 22+∇ f x2

T Q−1
∇ f x2

−Q−1
∇ f x 2

0
−∇ f x2

T Q−1

Q−1 ] (58)

Assuming the subset of states x1 comprises most of the map states, then (58) is sparse and has 
constant-time complexity, compared to (53) which has linear complexity with respect to the 
dimensionality of x1. 
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As a result, when in information form, an exactly sparse SLAM solution can be obtained by 
augmenting the state with the new robot location estimate at each time-step and retaining each past 
location, as shown in equation 59.

xk=[ xvk

T ,xvk−1

T , ..., xv1

T , mT ]
T

(59)

Once in this form, the off-diagonal term of the information matrix are non-zero only for locations 
and landmarks that are directly related by observational data. Observation-updates are also a sparse 
operation, generating links only between measured states. 

However, marginalisation is needed in order to remove past states. Marginalizing all past states adds
links between all state elements connect to removed states and results in a dense information matrix.
That said, it is possible to retain a relatively sparse estimate without storing an entire location 
history [27]. Through careful selection of anchoring locations, most of the locations can be 
marginalised away without introducing excessive density.

In addition to the benefits discussed above, there are also some significant drawbacks to a sparse 
representation. For realistic usage, it is necessary to recover the mean and covariance of the state at 
each time-step which is potentially very expensive. The mean is required to perform the 
linearisation of the motion and observation models and can be recovered with reasonable efficiency 
using the conjugate gradients method [28].  The mean and covariance are needed in order to 
compute validation gates used for data association. Robust batch gating methods, discussed later in 
this section, potentially require the recovery of the full covariance matrix which would have a cubic
complexity in the number of landmarks.

[2]

135 of 149



Jamie Munro Final Year Project

Appendix D: Data Association Techniques

Batch Validation

Early SLAM implementations relied on individual gating, a process that involves testing each 
measure-to-landmark association individually by measuring how close an observed landmark is to a
predicted location. This process is extremely unreliable if the robot location is uncertain and is 
doomed to fail in all but the most sparsely populated environments.

Batch gating brought serious improvements by considering multiple associations simultaneously. 
This process exploits the geometric relationships between landmarks due to a property called 
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Figure 102: Combined Constraint Data Association (CCDA) performs batch-
validation gating by constructing and searching a correspondence graph. Nodes 
represent associations that are possible when considered individually. Edges show 
compatible associations, and a clique is a set of mutually compatible associations (e.g.
the clique 2, 6, 10 implies that the associations a1-b2, a2-b3 and a4-b1 may co-exist. 
[2]
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mutual association compatibility. The two main methods to perform batch gating are the tree-search 
based Joint Compatibility Branch and Bound (JCBB) [39] and the graph-search based Combined 
Constraint Data Association (CCDA) [35]. The latter is even able to perform reliable association 
without knowledge of the robot’s location. See figure 102 for a brief explanation on the workings of
CCDA.

Batch gating dramatically improves the data association process and alone is usually enough to 
achieve reliable association. If the gate has sufficient constraints, any association errors that do 
occur have limited effect [40], and if a false association is made with an incorrect landmark that is 
physically close to the correct one, then the inconsistency is minor. However for larger or more 
complex environments, more comprehensive data association methods may be required.

[2]

Appearance Signatures
For robots equip with more advanced sensors, data association methods that rely on rich 
information such as shape, colour and texture can be utilised instead of rely purely on geometric 
patterns. Appearance signatures can be used in addition to conventional gating to provide additional
discrimination information.  

Appearance signatures and image similarity metrics were originally developed for applications such
as indexing image databases [41] and for recognising places in topological mapping [42], [43]. In 
the SLAM field, appearance measures have proven themselves helpful in detecting loops [44], [45].
Newman et al.’s work [45] on visual appearance signatures for loop detection employed a similarity
metric over a series of images, rather then a single image as previous research had focused on, and 
also used an eigenvalue technique to remove common-mode similarity. These innovations reduce 
the occurrence of false positives by considering only matches that are interesting or uncommon.

[2]

Multi-hypothesis Data Association
Multi-hypothesis data association resolves association ambiguities by maintaining separate track 
estimates for each association hypothesis, creating over time an ever-branching tree of tracks. The 
number of tracks is limited by the available system resources and in order to make an 
implementation practical in real world systems, low-likelihood tracks are pruned from the 
hypothesis tree. 

For example, when dealing with loop-closure, a robot using multi-hypothesis data association 
would maintain separate hypothesises for suspected loops and a “no-loop” hypothesis. 

Multi-hypothesis data association enables robust target tracking in cluttered environments [46] and 
improves the robustness of SLAM implementations, especially in large or complex environments. 
The only drawback is computational overhead in maintaining separate map estimates for each 
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hypothesis. Fast-SLAM (discussed above) is an inherently multi-hypothesis solution as each 
particle maintains it’s own map estimate. 

[2]

Appendix E: 3D SLAM
Implemented SLAM in three dimensions is theoretically a simple extension of the 2 dimensional 
case. Despite this, it does involve a significant increase in the computational complexity due to a 
more general motion model, and the increased complexity of sensing and feature modelling in three 
dimensions. There are three popular methods to extend SLAM into the third dimension. The first is 
simply 2 dimensional SLAM with additional map building capabilities in the third dimension, for 
example, horizontal laser-based SLAM with a second orthogonal laser mapping vertical slides as in 
[63], [64]. This is appropriate when the robot motion is confined to a plane. The second is a direct 
extension of 2D SLAM to three dimensions, with the extraction of discrete landmarks and joint 
estimation of the map and robot location. This has been successfully implemented using monocular 
vision sensing [65] and permits the full six degrees of freedom motion [66].  The final method takes
a completely different approach where the joint state is composed of a history of past robot 
locations [28], [45]. At each location, the robot records a 3D scan of the environment, and the 
location estimates are aligned by correlating the scans.

[2]

Appendix F: Artificial Intelligence SLAM
Artificial Intelligence techniques have seen significant success in tackling the SLAM problem. The 
main advantages of these solutions are their high efficiencies and that a mathematical model does 
not always need to developed. However they can also be error prone, require complex or time-
consuming training and parameter tuning and typically require significant compute and memory 
capacities.

Chatterjee’s 2009 work [68] proposed a SLAM solution based on fuzzy logic that tunes the 
covariance values of the measurement model. Milford et al.’s research in 2009 [69] developed a 
biologically inspired SLAM solution that model a rodent’s brain using neural networks and data 
fusion with a camera and odometer. Saeedi et al. was able to solve the SLAM problem in 2011 [70] 
using a self-organising map (SOM) also known as a Kohonen map. SOM are competitive 
unsupervised neural networks. A great deal more artificial intelligence techniques exist in the 
literature, but this paper will not focus any further on them. 

[71]
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Appendix G: Boilerplate Code
Below is the boiler plate code that the algorithms discussed in this project are implemented on top 
of. Whilst this code is designed for the simulator, it would require minimal modification to run on 
an Arduino.

/*    
boilerplate.swarm - boilerplate code for programs running on the simulator

    2021 Jamie Munro, All rights reserved.

    Part of swarm mapping final year project
*/

#define UNIT_SIZE 20
#define MAX_DIST 80
#define MIN_DIST 20
#define MAX_ITERATIONS 100
#define RANDOM_VARIANCE false

//PRIVATE VARIABLES
int _x;
int _y;
int _rotation;
int _iterations;

//PRIVATE FUNCTIONS

//map 2d coordinates to 1d array
int flat(int x, int y) {
    if ((x >= xMax) || (y >= yMax) || (x < 0) || (y < 0)) throw 
std::out_of_range("SimpleRobot.Flat(): index out of range");
    return ((y * xMax) + x + 1);
}

//return the coordinates in front of the given cell
Coord getCellInFrontOf(int x, int y, int rotation) {
    switch(rotation) {
        case 0:
            y--;
        break;

        case 90:
            x++;
        break;

        case 180:
            y++;
        break;

        case 270:
            x--;
        break;
    }

    Coord coord;
    coord.x = x;
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    coord.y = y;

    return coord;
}

//get cell k units in front of robot (0 will return cell one unit in front)
Coord getForwardsCell(int k, int rotation) {
    Coord coord;
    coord.x = _x;
    coord.y = _y;

    for (int i = 0; i <= k; i++) {
        coord = getCellInFrontOf(coord.x, coord.y, rotation);
    }

    return coord;
}

//rotate 90 degrees right
void turnRight() {
    _rotation += 90;
    if (_rotation == 360) _rotation = 0;
    actionSpace.right();
}

//rotate 90 degrees left
void turnLeft() {
    _rotation -= 90;
    if (_rotation == -90) _rotation = 270;
    actionSpace.left();
}

//move one unit forwards
void forwards() {
    Coord forwards = getCellInFrontOf(_x, _y, _rotation);
    _x = forwards.x;
    _y = forwards.y;
    actionSpace.forwards();
}

//OVERRIDE FUNCTIONS

//called once at start of simulation
void setup() {
    _x = x0;
    _y = y0;
    _rotation = 0;
    _iterations = 0;

    actionSpace.init();
    sensor.init();
    Serial.begin(9600);
    transmitter.init();
}

//called every frame
void loop() {
    //check if we have reached max iterations
    if (_iterations == MAX_ITERATIONS) {
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        stop();
    }

    //get range
    int distance = sensor.scan(RANDOM_VARIANCE);
    
    //your implementation here

    _iterations++;
}

//called when the robot receives a message
void receive(uint16_t address, uint8_t command) {
}

Appendix H: Source Code
Source code for the simulator developed in this project is available here: https://surreyac-
my.sharepoint.com/:u:/g/personal/jm01301_surrey_ac_uk/EVIw8LJ9u9JFiHUBHW-0W7MBizOB-
6lfQDyU5qFZGhIAdg?e=mfombK 

Source code for simulator implementations of the algorithms discussed in this project is available 
here: https://surreyac-my.sharepoint.com/:u:/g/personal/jm01301_surrey_ac_uk/
ESI_xD6qTedMqYBV0lIWjaMBZRxIUNBBXmg124a8Qz7Jlw?e=4luw2h 

Source code for the environments used during this project is available here: https://surreyac-
my.sharepoint.com/:u:/g/personal/jm01301_surrey_ac_uk/
EcXEl659YiNApt_VMCyKK9cBSNCw7mkAMd1tLfpM1rIUqw?e=u7AUdD 

Source code for generating the graphs used in this project is available here: https://surreyac-
my.sharepoint.com/:u:/g/personal/jm01301_surrey_ac_uk/
EeCIOCTHs7tEpV6GOIWof4ABnmc7rSSRgK1d6yR2AoDymg?e=JpWcZl 

Source code for robots discussed in appendix A is available here: https://surreyac-
my.sharepoint.com/:u:/g/personal/jm01301_surrey_ac_uk/EXi-
mc5PNU1GpMwiY4BXb9sBLbl_VZB-gXPFJtFqyeOB1g?e=tsKNge 

N.B. In order to access these links you will need a University of Surrey account. Please contact me 
at jamiebmunro@gmail.com if you are unable to access these files.
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